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Abstract

Al agents increasingly write and tune GPU code, but each
optimization step needs an accurate profile from compiling
and running candidate code on a GPU. Dedicated execution
preserves accuracy but leaves GPUs mostly idle, whereas
uncontrolled sharing improves utilization but corrupts the
feedback that guides the agent’s search.

This paper presents atomic profiling, which lets agents
share a GPU server while making each measured interval
dedicated-equivalent. PROFGUARD exploits the narrow waist
of vendor timing and profiling APIs: it intercepts these APIs
to find kernels and profiling operations that must run atomi-
cally, then coordinates CPU scheduling, GPU execution, and
memory management so only protected intervals run with
dedicated GPU access while other work continues to overlap.

We implement PROFGUARD and evaluate it with a 1.5-
hour replay of an agent trace. PROFGUARD keeps p95 CUPTI
performance interference below 0.3%, reduces replay time by
3.9 %, raises average GPU utilization from 15.1% to 58.7%,
and eliminates the five unrecovered out-of-memory failures
seen under uncontrolled concurrency.

1 Introduction

The performance of GPU code—the sequences of kernels that
run the computation required by Al models—determines the
cost and speed of training and serving these models. Writing
and tuning this code by hand, however, is expensive, for
two reasons. First, each kernel must be tuned to run fast
on complex and heterogeneous hardware. Second, new Al
algorithms keep emerging in pursuit of greater intelligence
and lower cost [7, 14], and each one requires writing new
code from scratch.

Thanks to the increasing capabilities of LLM-based agents
like Claude Code [1], a trend is to use these agents to automati-
cally write efficient GPU code [11, 4, 6, 25, 13]. These agents
follow the same feedback-based optimization loop as human
developers: they write the code, profile it to measure perfor-
mance, and loop until the performance meets expectations or
the loop budget is exhausted. A profile cannot be obtained
by reasoning alone: to measure a candidate, the agent must
compile and actually run it on a GPU in its execution envi-
ronment. Each active agent therefore occupies a GPU for as
long as it keeps optimizing. In the cloud, many such agents
run at the same time—for example, in post-training that is-
sues many agents per batch, or in automated developer-agent

teams—and a system must schedule their tasks, each a single
profiling run, onto a shared pool of GPUs hosted across many
servers [37].

Such a system must meet three requirements. First and
foremost, its profiles must be accurate. An incorrect profile
misleads the agent into discarding fast code or wasting trials
chasing a false signal; this happens even with top models
such as GPT-5.5 (detailed in §3.2). Second, the system must
sustain high execution efficiency: the agent blocks on each
profile result before issuing the next trial, so this wait forms a
non-trivial fraction of the agent’s end-to-end time (§3). Third,
from the cluster operator’s perspective, the system must keep
GPU utilization as high as possible, because GPUs remain
expensive.

The typical approach prioritizes accuracy by granting each
agent dedicated access: a server runs one task at a time, even
when many tasks are scheduled onto it. No co-located work
can then interfere, so every profile is accurate. Dedicated exe-
cution, however, cannot achieve high utilization and high exe-
cution efficiency together. Agent tasks are CPU-dominated,
so a dedicated GPU sits mostly idle: in our dedicated replay
of an agent trace, it reaches only 15.1% average utilization
(§3.2). Packing more agents onto each server would improve
utilization, but their tasks then queue one behind another,
lengthening each agent’s wait for its profile and degrading
execution efficiency; keeping efficiency high instead demands
a server per agent (or a few), which—because many agents
run concurrently—leaves even more GPUs idle.

The natural alternative is to run multiple agents’ tasks con-
currently on each server, a standard way to raise GPU utiliza-
tion [31]. It suits agent tasks especially well: with more CPUs
than GPUs per server, these CPU-dominated tasks can be co-
located to raise utilization while barely affecting execution
efficiency, until the CPU becomes the bottleneck. Uncon-
trolled concurrency, however, breaks the first requirement,
accuracy. Co-located tasks perturb one another’s kernels,
so a profile no longer matches what a dedicated run would
produce: on the same trace, concurrent execution drifts the
CUPTI kernel-time profile by 2.17x at the median and 4.94 x
at p95 versus dedicated execution (§3.2).

This paper introduces atomic profile, which reconciles
these two approaches: it lets multiple agents’ tasks share
a GPU server concurrently—retaining the high utilization
and execution efficiency of concurrency—while keeping ev-
ery profile accurate. Profiling is atomic when the profiled
kernels and their profiling code run as one indivisible unit,



free from any interference by co-located tasks. An atomic
profile is therefore accurate: it is identical to the one the task
would obtain on a dedicated server. We realize atomic profile
in PROFGUARD, a scheduling system that coordinates the
profiling intervals of co-located tasks.

Atomic GPU profiling is challenging for two reasons, and
we address each accordingly. First, we must identify which
region of a task’s GPU code must execute atomically, ideally
in a way transparent to the task. This region is not always a
single kernel: a profile interval can span multiple consecutive
kernels, and any preemption of CPU or GPU work inside the
interval—most likely for long-running kernels or multi-kernel
intervals—corrupts the measurement. Such multi-kernel inter-
vals are common, for example in baseline comparisons such
as KernelBench [21] and in split-kernel optimizations such as
split-K GEMM [19]. Unfortunately, which kernels form one
atomic group depends on the application’s semantics, which
the infrastructure cannot know in advance.

Our solution builds on a simple insight: although the GPU
code agents write is diverse, the way it is profiled forms a
narrow waist. GPU vendors officially provide only a small set
of profiling utilities (e.g., CUDA events, CUPTI, and Nsight
Compute), and human developers, open-source GPU projects,
and the agents that learn from them all converge on these
same utilities to time their kernels. Because these utilities
mark where measurement starts and stops, the kernels they
enclose are exactly the group that must stay atomic together.
PROFGUARD therefore intercepts the utilities at this waist
to read off these boundaries and identify the atomic-profile
kernel group, transparently to the task, and then isolates that
group while it is being profiled. This covers the CUDA-
event and CUPTI-style timing paths that dominate our trace
replay. A few uncommon paths, however, intentionally by-
pass this waist—for example, a task may use a CPU timer
to fold host-side time into the measured interval, guarding
against optimizations that merely move work out of the GPU-
timed region. For these cases, PROFGUARD also accepts
user-provided hints that explicitly mark the atomic profile
boundary.

The second challenge is enforcing dedicated-equivalent
execution once the profiling boundary has been identified.
Naive sharing can interleave other work with the profile in-
terval and break measurement correctness in two ways. First,
CPU or GPU preemption can distort the timestamps collected
by profiling code and change the GPU state observed by the
profiled kernels. Second, co-located tasks can occupy GPU
resources, including HBM bandwidth and VRAM capacity,
so the profiled task no longer sees the same resources as in a
dedicated run (§4.2).

We address these two sources of interference with two
corresponding sets of techniques. Against preemption, PROF-
GUARD uses exclusive GPU execution and host-side priority
control to make CPU/GPU scheduling around the profile
interval controlled and predictable. Against resource con-
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Figure 1: (Upper) An example of an agent submitting multiple trials
of GPU tasks. (Lower) The goal of submitting these trials.

tention, PROFGUARD uses memory-management barriers and
optimistic VRAM overcommit with replay to handle GPU-
memory contention without reserving a full GPU for each
task.

We implement PROFGUARD and evaluate it on a 1.5-hour
replay of an agent trace. PROFGUARD meets all three require-
ments at once: its p95 CUPTI performance interference stays
below 0.3%, while it cuts replay time by 3.9 x and raises aver-
age GPU utilization from 15.1% to 58.7%. It also eliminates
the five unrecovered out-of-memory failures that uncontrolled
concurrency leaves behind, transparently delaying allocation
or replaying the few tasks that hit memory pressure during a
protected interval.

2 GPU coding agent and system setup

GPU tasks in GPU coding agents. LLM-based agents are
an emerging source of GPU tasks in the datacenter thanks
to their ability to generate and optimize GPU code [6, 25,
13]. For example, the upper part of Figure 1 shows an agent
optimizing an attention operator on a new GPU architecture.
Suppose the developer has specified the optimization goal.
The LLM generates a draft of the GPU operator, which is
evaluated by developer-provided benchmark suite. The agent
framework (e.g., Claude Code [1]) then runs one trial through
a tool call: it sends the generated code to the GPU, executes it,
and returns a performance profile. The LLM reads the profile
to evaluate whether the code meets the optimization goal, e.g.,
whether the operator is faster than a baseline, or whether the
hardware utilization is above a threshold (e.g., 80 %). If not,
the agent triggers the LLM to further optimize the code, and
runs another trial for validation. The agent repeats this trial
loop (Figure 1, lower) until the goal is met or it reaches a
maximum number of trials.

In this paper, we use the term trajectory to denote the
process where an agent finishes its development of the GPU
code, including both the LLM inference time and the GPU
task execution time.

Running agent-initiated GPU tasks. In large-scale agent
workflows, many agents run trials at the same time, e.g.,
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when training LLM agents to write GPU code or evaluating
such agents at scale [11, 4, 6, 14]. Both settings require
running many agents in batches, each repeatedly generating,
executing, and profiling GPU code until it meets the target or
the agent reaches its time budget. To serve these concurrent
tasks, Al infrastructure runs a cluster of GPU servers for
agents, as shown in Figure 2 (a). Each GPU server typically
has several CPUs and one GPU, but our method also apply to
multi-GPU tasks (e.g., profiling multi-GPU kernels).

Targeted system and its assumptions. In this paper, we fo-
cus on the mechanism of running multiple tasks with accurate
profiling on a single server. How to schedule these tasks—i.e.,
which server each task is dispatched to—is orthogonal to our
work. More specifically, we assume all GPU kernels submit-
ted by tasks on one server enter a single (logical) task queue
(® in Figure 2 (b)), such that we can decide how to schedule
them to execute on the GPU (@)—a common utility provided
nowadays [26, 18]. Note that doing so requires no application
code changes, as it works by hooking CUDA APIs [26].

3 Workload analysis and deployment tradeoffs

3.1 Workload characterizations

The studied workload. To understand GPU tasks issued
by agents, we study an agent trace. Each job batches Level-2
KernelBench [21] optimization tasks: an agent repeatedly
generates CUDA code, invokes a verifier to compile, execute,
and profile the candidate, and then uses the returned feedback
to decide the next trial. We use agent-framework logs from
98 trajectories to measure trajectory-level waiting time, and
GPU-task execution logs from the same KernelBench work-
load to characterize per-task GPU behavior and to drive the
replay experiments in §5. All tasks run under dedicated execu-
tion, which provides the reference profile for our study (§3.2).
Based on this workload, we draw two workload features.

GPU task execution time matters. GPU task execution is
on the agent’s critical path: after each trial, the agent must
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Figure 3: (a) The detailed span of a GPU task across its CPU
execution, GPU execution, and the profile target. Running GPU
tasks in dedicated (b) vs. concurrent (c) execution. In (c) we omit
the profile targets for ease of illustration.

0 setup_runtime() # torch/CUDA init
1 cases = random_test_cases() # random inputs

2 baselines = [torch_eager, torch_compilel

3  impls = baselines + [agent_kernel]

4 for case in cases: # many input cases
5 inputs = materialize(case)
6

7

8

9

1

check_correctness(agent_kernel, inputs)
for impl in impls: # profile each impl
fn = prepare(impl) # torch.compile / DSL JIT
time[case, impl]l = profile(fn, inputs)
0 speedup = aggregate(base / agent)

Figure 4: Simplified GPU-task pseudocode from an agent trace, con-
sisting of runtime setup, compilation, input generation, correctness
checks, and profiled execution.

wait for the verifier to compile, run, and profile the generated
code before it can choose the next edit. In our KernelBench
workload, GPU-task execution accounts for 11.6 minutes of
an average 66.3-minute trajectory, or 17.6% of the end-to-end
time. Reducing this wait directly shortens the agent trajectory.

GPU time is a small fraction in a GPU task. Although these
are GPU tasks, GPU time typically occupies a small fraction
of the total task execution time, as shown in Figure 5 (a). Fig-
ure 4 shows the task structure behind this effect in a real GPU
task: before and around the profiled execution, the task initial-
izes the torch/CUDA runtime, generates random test inputs,
checks correctness, and may compile or JIT code through
torch.compile or DSLs such as Triton, TileLang, and
CuteDSL. Once the profiling loop starts, however, each GPU-
code run is short: Figure 5 (b,c) shows that one profile run in
KernelBench and cudalLLM usually lasts only milliseconds
or less.

3.2 System goals and current deployment methods

System goals. We set three goals for the system that sup-
ports agent-submitted GPU tasks. First, the profile must
be accurate: a task’s profile result must match what the
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Figure 5: GPU-task workload characteristics. (a) The distribution
of time spent on GPU in each task from our KernelBench execu-
tion log. (b) and (c) The detailed GPU kernel time profiled from
representative agentic GPU generation benchmarks.

agent would measure if it owned a GPU server exclusively,
since deployed GPU code commonly runs on an exclusively
owned GPU. Modern LLM serving and training systems
commonly map model computation onto a dedicated set of
GPUs [10, 36, 16, 27]. Second, the task should execute as fast
as possible. As shown in the previous section, GPU tasks oc-
cupy 17.6% of an average agent trajectory, so finishing them
faster lets the agent complete its trajectory sooner. Finally,
from the GPU cluster manager’s perspective, we should keep
the GPU utilization high, i.e., use as little GPU as possible to
support the tasks.

Approach #1: dedicated execution. The simplest deploy-
ment method runs one task at a time on each server. This
preserves accuracy because each profile is collected in the
same exclusive-GPU setting that the generated code targets
in deployment. However, as shown in Figure 3 (b), the next
task must wait until the current one finishes; given the CPU-
dominated task structure in Figure 5, this leaves the GPU idle
for much of the task lifetime.

In our end-to-end replay, this effect is large: dedicated
execution uses only 79.0% CPU on average—Tless than one
fully utilized CPU core, or 9.9% of the 8 CPU cores allocated
per GPU—while average GPU utilization is only 15.1% . We
describe the replay setup in §5.1.

Approach #2: concurrent execution. A natural way to
improve utilization is to run several tasks concurrently on
the same server (Figure 3 (c)). This overlaps the CPU-heavy
parts of one task with the GPU work of another, but it also
lets co-located tasks interfere with the profiled execution. We
defer the interference channels to §4; here we show their
end-to-end effect.

In the same replay, uncontrolled concurrency substantially
shifts the profile: the median kernel-time ratio relative to
dedicated execution is 2.17x, and the p95 ratio is 4.94x
(Figure 6 (a)). The extra overlap improves utilization, but it
no longer preserves the feedback signal that the agent expects.

Impact on agent decisions. Profile drift can also change the
agent’s search path. We test this with a controlled run of the
same GPT-5.5 CUDA optimization agent and the same 100-
turn budget on an FP8 GEMM task, comparing clean feedback
with feedback perturbed by transient shared-GPU slowdowns.
As shown in Figure 6 (b), clean feedback reaches 8.23 %
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Figure 6: Uncontrolled concurrent execution shifts GPU-task pro-
files and can change the agent’s optimization trajectory. (a) Profile
shifts measured with CUPTI on the KernelBench workload. (b) Im-
pact of profiling interference on the agent’s optimization trajectory.

speedup by turn 15 and eventually finds 9.54x speedup. With
perturbed feedback, the agent reaches comparable speed only
at turn 80 and ends at 8.27x. Thus, inaccurate profiles can
corrupt the reward signal that decides which implementation
the agent keeps improving.

4 Atomic concurrent profiling

PROFGUARD must make each profile dedicated-equivalent to
meet the accuracy goal, but dedicating the whole task would
sacrifice utilization and increase GPU-task latency for a fixed
GPU budget. It therefore enforces atomic profiling: each
profiled interval executes indivisibly with exclusive GPU
access.

To provide atomic profiling, PROFGUARD must solve two
problems. First, it must detect the fine-grained profiling in-
terval, whose boundary is semantic: a GPU task may profile
either a single kernel or a sequence of kernels, and the mea-
surement may come from an explicit benchmark/test suite
or from a profiling phase hidden inside a compiler/autotuner.
Second, once the boundary is known, PROFGUARD must
preserve the scheduling behavior and memory resources that
the GPU task would have under dedicated execution. PROF-
GUARD implements these functions with the architecture in
Figure 7 (e): a lightweight client runtime injected into each
GPU task and a control daemon that coordinates CPU priority,
GPU command queues, and VRAM scheduling.

4.1 Fine-grained atomic profiling interval detection

Problem: coarse atomicity wastes sharing opportunities.
Running an entire GPU task atomically would preserve ev-
ery profile, but it would also recreate dedicated execution:
the GPU would be unavailable while the agent generates
inputs, checks correctness, or runs CPU-heavy compiler
paths. This is especially wasteful for workflows such as
torch.compile, where only the internal benchmarking
subphase needs dedicated-equivalent GPU profiling, while
tracing, code generation, compilation, and autotuning setup
can overlap with other tasks [22, 23].

Observation: profiling forms a narrow waist. To
avoid coarse task-level atomicity, PROFGUARD must re-
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Table 1: Profiling-boundary detection in PROFGUARD.

Lock scope Boundary hint Profiling mechanism

Profiling range ~ Profiling API CUDA events, CUPTI
CUDA context  Profiler environment Nsight Compute / Systems
User-defined Explicit lock hint CPU timing, ohters

cover profiling boundaries from the task’s execution
stream. The key observation is that although the gen-
erated GPU code is diverse, accurate GPU benchmark-
ing usually relies on a small set of vendor profiling in-
terfaces, and the benchmark suites used by agents in-
herit these same timing harnesses. PROFGUARD therefore
treats profiling API calls as interval signals. Calls such
as cudaEventRecord and cuptiActivityEnable
mark the start of a measured interval, while synchronization
calls such as cudaDeviceSynchronize mark its end: by
then, the benchmark has submitted the measured GPU work
and is waiting for it to finish. These signals give PROFGUARD
a precise region to protect: it can leave the surrounding task
interleavable, while enforcing atomicity only for the profiling
interval.

Coverage and integration. Table 1 summarizes the three
detection paths. For CUDA events and CUPTI, the injected
client runtime recognizes the profiling API semantics and
locks only the measured interval. Process-level profilers such
as ncu and nsys expose their presence through the process
environment, so PROFGUARD conservatively protects the
CUDA context. Other timing paths, including CPU timers,
use an explicit lock hint. Thus, applications using a recog-
nized profiling path require no changes to agent or profiling

code; only an unrecognized path requires a hint.

The design depends on start, stop, and synchronization
semantics rather than CUDA function names. Other XPUs
expose analogous event and profiling interfaces, so different
XPU backends can map those calls to the same detector state
machine.

4.2 Enforcing atomic profiling

After detecting a profiling interval, PROFGUARD must make
that interval execute as if it were dedicated. Four interfer-
ence channels can break this equivalence: CPU-side schedul-
ing delay, GPU-side preemption and cache-state drift, back-
ground memory-management traffic, and memory-capacity
contention. Figure 8 isolates these channels with controlled
microbenchmarks from KernelBench [21] and cudalLLM-
data [3]; each channel can shift the observed profile even
when the foreground task is unchanged. PROFGUARD solves
this enforcement problem by closing the four channels one by
one, as summarized in Figure 7 (a—d). The rest of this section
describes the four controls that PROFGUARD applies while
an interval is active.

Preventing CPU preemption. The host thread remains
on the critical path for kernel launches, event records, and
synchronization; preemption can therefore inject launch gaps
into both CUDA-event and CPU-timed profiles. During a pro-
tected interval, PROFGUARD temporarily gives the profiling
task priority over co-located tasks on the host so its launch and
synchronization path runs without scheduler-induced gaps.
After the interval, PROFGUARD restores normal CPU schedul-
ing and lets the tasks continue sharing the server.
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OOM cases.

Preventing GPU preemption. GPU-side preemption adds
queueing and context-switch overhead, and can disturb cache
residency between kernels in the same profiled sequence.
PROFGUARD therefore makes the protected interval the only
runnable GPU work. At interval entry, it pauses other tasks’
GPU command queues; at interval exit, it resumes them, so
non-profiled work can overlap before and after the atomic
interval but not inside it [2, 26].

Preventing memory-bandwidth contention. Pausing other
GPU kernels is not sufficient. When a task releases VRAM,
the GPU scrubs the released pages in the background. This
scrub can continue after the task has been paused, consume
HBM bandwidth, and interfere with the kernel being mea-
sured. Before profiling starts, PROFGUARD therefore defers
new memory releases from other tasks and waits for scrub
work that has already started to finish. It starts the profiling
interval only after this background traffic has drained. When
profiling ends, PROFGUARD resumes the deferred releases.
This procedure preserves the driver’s scrub-on-free policy
without allowing scrub traffic to overlap the measurement.

Preventing memory-capacity contention. The memory-
release gate does not control task admission. For VRAM
capacity, PROFGUARD admits tasks optimistically instead
of reserving each task’s peak memory. Allocations proceed
while physical VRAM is available; a task that encounters
an OOM outside a profiling interval waits and retries. If
the OOM occurs inside a protected interval, PROFGUARD
aborts and replays that idempotent task because the interval
has already lost dedicated equivalence. New tasks therefore
do not face a conservative admission test: waiting or replay
occurs only when actual memory pressure arises.

5 Evaluation

5.1 Experimental Setup

We evaluate PROFGUARD by replaying KernelBench GPU
tasks whose dedicated execution time sums to 1.5 hours (§3.1).
Each replay uses one NVIDIA H20 GPU (96 GB HBM) and
eight Intel Xeon Platinum 8457C CPU cores to match the
server’s aggregate CPU-to-GPU ratio. The measured inter-
vals span 0.90-543.25 ms of aggregate kernel time; their peak
memory footprints range from 32 MB to 9.94 GB. Thus, the
replay covers profiling intervals with widely varying dura-

tions and memory demands. We compare three execution
modes. Dedicated runs one GPU task at a time and provides
the reference profile. Concurrent runs tasks concurrently
without protecting profiling intervals. PROFGUARD also runs
tasks concurrently, but detects and protects profiling intervals.
Unless stated otherwise, Concurrent and PROFGUARD use
eight workers; our scaling experiment varies the number of
PROFGUARD workers. We report replay wall time, CPU
and GPU utilization, profile accuracy relative to Dedicated
execution, and unrecovered OOM failures.

5.2 End-to-End Throughput and Utilization

Figure 9 (a,b) shows the throughput benefit of sharing. Dedi-
cated execution takes 91.7 minutes to replay the workload and
reaches only 15.1% average GPU utilization. Uncontrolled
Concurrent replay finishes in 14.9 minutes, a 6.1 x speedup
over Dedicated, and raises average GPU utilization to 75.0%,
but it does so without preserving profiling correctness (§5.3).
PROFGUARD finishes in 23.4 minutes, a 3.9 x speedup over
Dedicated, while keeping average GPU utilization at 58.7%.
Thus, PROFGUARD gives up some raw overlap to make pro-
filing intervals dedicated-equivalent, but still recovers most
of the throughput lost by Dedicated execution. PROFGUARD
permits overlap outside protected intervals, so the GPU re-
mains substantially busier than under Dedicated execution
while the profile-critical windows execute atomically.

Scaling with workers. Figure 10 shows that the throughput
benefit is not specific to the eight-worker setting. From J1
to J8, throughput increases from 5.58 to 21.85 tasks/min
(3.91x), while GPU utilization rises from 15.1% to 58.7%
and wall time falls from 91.7 to 23.4 minutes. The gain tapers
after J4: the state breakdown shows that additional workers
spend more time blocked while another worker executes an
atomic profiling interval.

5.3 Profile Accuracy and Recovery

Figure 9 (c,d) shows that raw concurrency substantially dis-
torts the profile returned to the agent. Under uncontrolled
Concurrent replay, the CUPTI kernel-time ratio has median
and p95 values of 2.17x and 4.94 x, while the CUDA-event
benchmark-latency ratio has median and p95 values of 2.43 x
and 5.23x. In contrast, PROFGUARD closely tracks Dedi-
cated execution: p95 CUPTI performance interference stays
below 0.3%, and p95 CUDA-event benchmark-latency inter-
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ference stays below 0.2%. Concurrent replay also exposes
memory-capacity failures, with five unrecovered OOM fail-
ures. PROFGUARD encounters no unrecoverable OOM errors;
the 13 GPU tasks that enter an OOM state all recover by block-
ing until memory becomes available and retrying allocation.
These results show that PROFGUARD preserves dedicated-
equivalent profile feedback while retaining the end-to-end
utilization benefit of sharing.

6 Related Work

GPU sharing and scheduling. GPU sharing systems use
partitioning, co-location, time sharing, preemption, migration,
and placement to improve utilization. Vendor mechanisms
provide concurrency or partitioning [17, 20]; cluster and run-
time systems optimize throughput, latency, fairness, or tenant
guarantees [31, 33, 32, 30, 15, 8, 12, 24, 34]; and preemptive
schedulers expose fine-grained control [9, 26]. PROFGUARD
instead preserves dedicated-equivalent profiling under shar-
ing.

Kernel optimization. Autotuners rely on measured perfor-
mance as the search signal, combining runtime measurement,
cost models, and schedule exploration [5, 35, 28, 29]; recent
LLM-based systems add execution feedback, profiling, RL,
or evolutionary search for CUDA, Triton, CuTe, and accel-
erator kernels [21, 6, 11, 4]. They motivate our workload
but assume reliable measurements; PROFGUARD preserves
that reward signal while allowing overlap outside measured
intervals.

7 Conclusion

We present PROFGUARD, a runtime that allows GPU tasks is-
sued by GPU kernel coding agents to execute concurrently on
a shared server while preserving the profiling accuracy of ded-
icated execution. PROFGUARD achieves this through atomic
profiling: it intercepts vendor profiling interfaces to identify
profiling intervals, then coordinates CPU scheduling, GPU
execution, and VRAM management to protect only those
intervals while allowing execution outside them to overlap
across tasks.
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