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Abstract

Al-generated OSes outpace human review. Trust must now
be sustained in continuously evolving, non-human logic. We
present SPECOS, an OS design grounded in relational state,
functional logic, and two-phase verification, to enable for-
mal assurance to match the speed of Al code generation.

1 A Trust Crisis in Generative AIOS

Eachleap in OS designs has been a direct response to the bot-

tleneck of its era: monolithic kernels [22] introduced POSIX [25]

to abstract hardware heterogeneity; microkernels [15] mini-
mized the TCB to isolate software faults; exokernels [10] ex-
posed raw resources to bypass inefficient abstractions; and
multikernels [5] treated the machine as a network to over-
come multicore scaling limits.

However, these OS designs share an obsolescent premise:
that the system logic is a human artifact, curated at human
timescales, and updated through human review. The Al era
shatters this assumption. LLMs can now synthesize new OS
functions, policies, and translate human intents into tasks
within minutes [9, 16, 28]. This velocity creates a fundamen-
tal verification gap.

Safety alignment via prompts cannot close this gap: hard
invariants, such as bounded resource consumption and no
privilege escalation, require formal proof, not probabilistic
assertions. Yet, existing formally verified kernels, relying ei-
ther on manual theorem proving (seL4 [14], CertiKOS [12])
or automatic SMT solving (Hyperkernel [20]), are tailored
for static, human-curated codebases. These systems lack the
architectural agility to continuously ingest and verify high-
velocity, Al-generated OS logic at machine timescales. Mean-
while, SysSpec [16] pioneers a specification-guided evolu-
tion approach for Al-driven generative filesystems, but its

correctness still hinges on empirical testing. Without machine-

checkable formal semantics and rigorous proof obligations,
SysSpec falls short in delivering strong safety assurance.
SpECOS is designed for this new reality: the OS does not
just execute Al-generated code, but autonomously and in-
crementally verifies its correctness as it evolves in real-time.

2 SpECOS: Verification by Construction
SpecOS aims to satisfy two key requirements:
» Soundness: every Al-generated component must be for-
mally verified before execution.

 Incrementality: only localized subgraph re-verification
is needed for machine-speed evolution.

To accomplish this, SPECOS introduces three architectural
primitives that make verifiability an intrinsic property of
the system rather than an afterthought.

2.1 State as Relational Tables

SpECOS represents all system state, including hardware re-
sources, task metadata and capabilities, as relational tables.
This design choice provides three advantages.

Automated Invariant Enforcement. Because first-order
logic over concrete finite relations is decidable [3], OS in-
variants expressed as relational constraints can be enforced
directly by the SPECOS’s state management engine.

Controlled Symbolic Space. Relational tables constrain
system state to a bounded, structured fact space, laying the
foundation for the polynomial-time guarantee of the third
primitive (see §2.3, two-phase verification).

Transactional Isolation. By adopting ACID properties [11],
we map classic database discipline to AIOS safety. Related
ideas have appeared in DBOS [23]; SpEcOS further observes
that this choice is well aligned with agentic execution: atom-
icity ensures that defective Al logic cannot leave the system
in a partial or contaminated state; and isolation allows con-
current Al agents to operate without interference [6].

2.2 Logic as Functional Lambdas

Al-generated logic (e.g., OS services and tasks) is implemented
as pure, memory-safe functional lambdas (e.g., OCaml [2] as
in MirageOS [18], Haskell [1] as in House [13]):

>
A : State — Event — (State’, Intent)

Here, ¥ defines the effect signature (permitted table access),
and Intent is a closed algebraic type representing logical
requests rather than raw physical commands. This model
enforces total concern separation: components maintain no
internal mutable state, and all persistent effects are medi-
ated through relational tables.

Compositional Safety. Under SpEcOS’s effect discipline,
two functional lambdas f and g compose (g° f) only if their
write sets (X ¢, X ;) are non-conflicting and their event types
are compatible [27]. This allows SPEcOS to preserve topolog-
ical invariants via incremental fixed-point propagation [26].

Deferred Side Effects. To prevent irreversible consequences
(e.g., sending network packets or issuing sensor commands),
SpecOS buffers Intent sequences produced by executing a



lambda DAG in isolated transactions. Only after the entire
DAG passes global verification and the transaction commits
successfully does SPECOS materialize those intents into the
physical world.

2.3 Two-Phase Verification

Semantic verification of Al-generated lambda code is unde-
cidable in general cases [21]. SPECOS decomposes the veri-
fication problem into two tractable subproblems.

Local Verification. Before deployment, each Al-generated
lambda undergoes bounded model checking (BMC) to ex-
tract a behavioral summary (including X, output types, and
resource bounds). Although BMC is traditionally unsound
due to under-approximation, SPECOS achieves soundness by
ensuring lambdas are loop-bounded by construction (akin
to eBPF [24]) and restricted to finite relational domains.

Global Verification. SpEcOS evaluates whether summary
compositions preserve system-level invariants, which are
expert-curated specifications as the root of trust. Expressed
in a decidable DSL (e.g., Datalog [19]), these invariants en-
force properties like liveness and real-time safety. Comput-
ing the invariants reduces to fixed-point evaluation over fi-
nite relations, ensuring polynomial-time verification.

3 Case Study: ROS-Next

Embodied Al represents the most critical scenario for AIOS,
where the trust vacuum carries physical risks. By replacing
the industry standard ROS2 control plane [17] with SPecOS,
we show that continuous formal verification can be embed-
ded into robotic stacks without sacrificing real-time perfor-
mance. Table 1 summarizes the main differences.

ROS2 Limitations. ROS2’s decentralized pub-sub architec-
ture fragments control state across nodes. Lacking global
atomicity, asynchronous message delays cause navigation
and planning nodes to act on inconsistent pose snapshots,
yielding stale execution intents [4]. More critically, Al-evolved
behavior trees [8] are currently validated through empirical
simulation, an inherently incomplete approach that cannot
keep pace with real-time logic synthesis.

Control-plane consistency. SPECOS represents the robot’s
entire control state (e.g., pose, velocity, joint state) as cen-
tralized relational tables. All lambda components read glob-
ally consistent snapshots of control state through MVCC [6],
eliminating state tearing at the architectural level. When
nodes fail, control-plane transactions support atomic roll-
back, ensuring the robot never persists an invalid state.

Verifiable Task Decisions. High-level tasks in ROS2, such
as behavior trees or task graphs, used to depend heavily on
simulation and manual debugging. SPECOS defines all ac-
tions as lambdas, compiles human intent into lambda DAGs,
and performs two-phase verification before deployment. First,
BMC extracts each lambda’s effect signature 2, event type,
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Figure 1. SPEcOS overview for Embodied AL Both the microker-
nel and robotic action lambdas can be pre-verified offline; only AI-
synthesized tasks (DAGs of lambdas) require online verification.

and resource bound. Then, SPECOS verifies the entire DAG
invariants (e.g., acyclicity and capability confinement) in poly-
nomial time. Topology updates of a behavior tree only trig-
ger re-verification of the affected subgraph.

Layered Verification. To guarantee strict real-time invari-
ants, SPECOS bifurcates verification by frequency:

» High-Frequency Layer: Low-level control loops (> 100 Hz)
use static topologies verified offline (pre-deployment).

+ Low-Frequency Layer: High-level planning and Al-generated

agentic tasks (3—10 Hz) undergo the full runtime two-

phase verification before their intents are materialized.
Both layers preserve soundness; the difference lies only in
the time at which verification occurs.

Relationship to Verified Kernels. As illustrated in Fig-
ure 1, SPECOS builds on a formally verified microkernel (e.g.,
seL4 [14] or HongMeng [7]) to isolate unverified drivers.
Traditional theorem provers secure the stable, human-authored
core, while our two-phase verification targets only the high-
velocity, Al-generated components. This decoupling concen-
trates incremental verification where the system evolves rapidly.

4 Conclusion

Historically, OS design focused on resource sandboxing via
hardware (MMU, MPU) or SFI. However, AIOS demands se-
mantic sandboxing. SPECOS achieves this by treating incre-
mental formal verification as a first-class OS property.
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