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Abstract

Modern agents increasingly ground their reasoning in ob-
servations returned by tools, such as file contents read from
a workspace. However, the data sources underlying these
observations may later be modified by users, other agents,
or external tools, while the model retains only the stale con-
tent in its context window. Existing agent runtimes provide
little support for notifying the model that a previously ob-
served fact has become stale, causing agents to reuse out-
dated observations and make incorrect claims about the cur-
rent workspace state.
We propose Concord, a context coherence framework

that maintains the consistency between tool observations
in agent context and the mutable sources from which they
were derived. Concord links each observation to its source,
detects source changes, and uses configurable handling poli-
cies to update, annotate, or suppress stale context before
reuse. Concord is applicable across different agent runtimes
and external resources, and can be easily extended to new
runtime-resource settings. We implement Concord as a gen-
eral framework, and instantiate a concrete use case to assess
its effectiveness. We construct ConcordBench, where previ-
ously observed file contents become stale after subsequent
edits. Across three evaluated frontier models, Concord pro-
duces answers consistent with the restored workspace state
in all evaluated cases under these constructed conditions,
matching the oracle on recover count for this benchmark,
while using 46.4% fewer tokens than the strongest non-oracle
baseline.

1 Introduction

AI agents are increasingly used as tool-using systems that in-
teract with external resources during task execution. Modern
agent runtimes, such as OpenClaw [14, 15], OpenCode [16,
17], and OpenHands [26] support built-in tools and exten-
sions based on the Model Context Protocol (MCP) [2] for
reading files, executing commands, querying services, and ac-
cessing remote resources. As a result, an agent’s context is no
longer limited to the initial user prompt or multi-turn dialog
history, but also includes tool observations produced during
execution. These tool observations are typically stored as
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structured execution entries and later projected into LLM
messages before each model call.

Tool observations, however, are not live views of external
resources. They are snapshots produced at a particular point
in the agent’s execution, while the resources they describe
may continue to change outside the agent’s view. For exam-
ple, in multi-agent systems [9], one agent may update a file
that another agent has already read; a developer may manu-
ally revise a configuration during an agent run; or a database
queried through anMCP tool may be modified by an external
transaction. If the agent runtime preserves earlier tool results
as reusable context without tracking whether their source
data has changed, stale observations may continue to be
presented to the model as current facts, leading to incorrect
actions or hallucinated claims about the environment.
Existing work addresses related consistency problems

at either the workspace or retrieval level. Workspace-level
systems reduce conflicts through write validation, isolated
workspaces, synchronization, or snapshot reconstruction [5,
12, 20, 21, 29]. Memory and retrieval systems use freshness-
aware updates, conflict detection, provenance, or temporal
supersession to decide which stored or retrieved evidence
should be used for generation [8, 13, 24]. These approaches
show the importance of freshness and consistency, but they
do not repair tool observations after those observations have
already been materialized inside an agent’s private prompt
context. Consequently, obsolete observations can remain in
later prompts and continue to shape model reasoning after
their sources have changed.

Our approach. To address this gap, we propose Concord,
a context coherence framework that maintains the consis-
tency between tool observations in agent context and the
mutable sources from which they were derived. At its core,
Concord uses a runtime- and source-agnostic Context Man-
ager, which tracks tool observations independently of any
particular agent framework or external resource. Runtime
Adapters connect the manager to different agent runtimes,
while Source Adapters capture changes from different muta-
ble resources. Concord is therefore easy to extend to new
runtimes, tools, and resource types.

We make the following contributions:

• We identify and formally define incoherence in volatile
agent context as a coherence problem in tool-using
agents, where context entries may lose consistency
with the mutable external sources.
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Figure 1. A stale-observation failure in an agent-maintained workspace.
After the agent records an old free-shipping threshold in its context, the
configuration file is edited outside its view. The agent later answers from
the stale observation, producing an answer that contradicts the current
workspace state.

• We introduce Concord, a runtime- and resource-agnostic
framework that tracks source-linked context blocks,
detects source changes, and reconciles stale observa-
tions through configurable policies.

• We instantiate Concord for local file resources and
evaluate it on a HotpotQA-derived race benchmark
across three frontier language models. Under the con-
structed race conditions in the 40-task ConcordBench-
Pioneer, Concord achieves a recover count of 40/40
for each evaluated model, matching the oracle recover-
count upper bound on this benchmark while using
fewer tokens than the evaluated non-oracle baselines.

2 Motivation

2.1 Example: Stale Context after Workspace Changes

As shown in Figure 1, we illustrate the problem with a
controlled agentic coding workflow built using the Open-
Hands SDK [26]. The agent is asked to maintain a shop
project, where free shipping applies when an order total
is greater than or equal to a configurable threshold. Ini-
tially, the agent reads the project files and observes that
FREE_SHIPPING_THRESHOLD is set to 100. The runtime then
appends the file-reading tool return to the agent’s conver-
sation context. After that, the underlying configuration file
is modified outside the agent’s view, lowering the threshold
from 100 to 50. When the agent finally answers whether
an order totaling 60 qualifies for free shipping, it answers
“no” based on the stale threshold value of 100. However, the
current workspace state implies the opposite answer: since
the threshold is now 50, the order should qualify for free
shipping. This example highlights a key limitation of current

agent runtimes: tool observations can remain in the conver-
sation history even after the underlying workspace state has
changed, causing the agent to reason from stale context.

2.2 Why worth a general framework?

Volatile tool observations are not specific to files. They arise
whenever an agent observes mutable external state through
a tool. In production settings, such state may come from
database records exposed by Postgres servers [4], issue and
pull-request status from a GitHub server [6], or documents
in a Slack workspace [11]. Each tool invocation gives the
agent a snapshot of that state, and the snapshot may become
outdated as soon as the underlying resource is modified. A
resource-specific repair mechanism is not enough.

Our proposed abstraction treats tool observations as mu-
table context entries rather than immutable transcript items.
Each entry is associated with a runtime-managed identifier
and source metadata, such as the external resource it was
derived from and the relevant content range. The runtime
can then maintain an index from mutable sources to context
entries and update the corresponding entries when source
changes are observed. In this way, context validity is handled
through a general runtime layer, while tool-specific logic
is limited to registering observations and reporting source
mutations.

3 Concord: A Context Coherence

Framework for Volatile Agent Context

In this section, we present Concord, a context coherence
framework that maintains the consistency between tool ob-
servations in agent context and the mutable sources from
which they were derived. We first formalize the incoher-
ence in volatile agent context and then describe Concord’s
architecture, focusing on its core data structures and data
paths.

3.1 Problem Formulation

We model an agent run as a sequence of steps. Before step
𝑡 , the model-visible context contains the prompt and the
previous action-observation history:

𝐶𝑡
𝐴 = (𝑝, 𝑎1, 𝑜1, . . . , 𝑎𝑡−1, 𝑜𝑡−1),

where 𝑝 is the prompt, 𝑎𝑖 is the tool action issued at step 𝑖 ,
and 𝑜𝑖 is the corresponding tool observation returned to the
agent.

Let 𝑅 denote an external resource, if an action 𝑎𝑖 reads1 𝑅
at step 𝑖 , the agent records

𝑜𝑖 = read𝑖 (𝑅),
where read𝑖 (𝑅) denotes the content returned by reading 𝑅 at
step 𝑖 . Because 𝑅 is mutable, a later read may return different
1Weuse read as an abstract notation for any observation-producing access to
an external resource, including file reads, database queries, or MCP resource
requests.
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Figure 2. Architecture overview of Concord. A runtime- and source-
agnostic Context Manager tracks tool observations as source-linked context
blocks, connected to the agent runtime and to external resources through a
Runtime Adapter and a Resource Adapter. Colored arrows denote the three
data paths: block registration (green), source-change invalidation (red), and
policy-driven context reconciliation (blue).

content:
read𝑗 (𝑅) ≠ read𝑖 (𝑅), 𝑗 > 𝑖 .

We say that observation 𝑜𝑖 is stale at step 𝑗 if it remains
in the agent context but no longer matches the current result
of reading the same resource:

stale(𝑜𝑖 , 𝑗) ⇐⇒ 𝑜𝑖 ∈ 𝐶
𝑗

𝐴
∧ 𝑜𝑖 ≠ read𝑗 (𝑅).

We define incoherence in volatile agent context as the
condition in which the model-visible context contains at
least one stale observation:

volatile(𝐶 𝑗

𝐴
) ⇐⇒ ∃𝑜𝑖 ∈ 𝐶

𝑗

𝐴
: stale(𝑜𝑖 , 𝑗).

A stale-observation failure occurs when the agent treats
𝑜𝑖 as current evidence and produces an output that is incon-
sistent with read𝑗 (𝑅). The research problem is therefore to
efficiently detect and reconcile stale observations before they
are reused in later model calls.

3.2 Concord Architecture

We address the aforementioned problem by introducing a
context layer between the agent runtime and external re-
sources. As shown in Figure 2, Concord is an extensible
context-coherence framework organized around three com-
ponents: a runtime adapter layer, a source-agnostic context
manager, and a resource adapter layer.
A runtime adapter binds Concord to a concrete agent

runtime. It observes tool results as they are inserted into
the model-visible context𝐶𝑡

𝐴
, maps the corresponding obser-

vations 𝑜𝑖 to source-linked context blocks, and records an

anchor that identifies where each block appears in 𝐶𝑡
𝐴
. This

boundary is necessary because different agent harnesses may
store execution histories, tool observations, and LLM-facing
messages in different internal representations.
The context manager is the core of the design. It main-

tains source-linked context blocks, tracks the relationship
between blocks and mutable sources, records validity status,
and applies reconciliation policies when sources change. Im-
portantly, the context manager does not assume a specific
runtime or resource type. It only requires that an observa-
tion can be associated with one or more source identifiers,
and that source changes can be reported through a common
event interface.
The resource adapter connects the context manager to

external mutable sources. It normalizes source identifiers,
obtains source versions, determines whether a source change
overlaps with a recorded observation, and captures source-
change events through hooks or polling. For example, a file
adapter may track absolute paths, file versions, and line
ranges, while an MCP or database adapter may track re-
source keys, timestamps, or version numbers. Thus, sup-
porting a new resource type only requires implementing a
new resource adapter, rather than changing the core context
manager.

3.3 Tracking and Reconciling Context Blocks

Our context manager maintains context coherence through
three steps: registration, invalidation, and reconciliation.
Context registration. When a tool observation is inserted
into the agent context, the runtime adapter registers it as
a source-linked context block. The block is assigned a sta-
ble block identifier and associated with the source metadata
from which it was derived, including the source identifier,
observed version, and relevant selector or range. The context
manager then records this relation in both directions: from
the block to its source set, and from each source to the blocks
that depend on it. This bidirectional mapping is necessary
because later updates arrive from the source side, while re-
pairs must be applied to the corresponding context entries.
The runtime adapter also records a context anchor for each
block, allowing the repaired block to be written back to the
runtime-specific conversation state.
Resource changes.When an external source changes, the
resource adapter converts the resource-specific signal into a
source-change event. For example, a file adapter may report
a modified path, a new version stamp, and the changed range.
The context manager uses the source-to-block mapping to lo-
cate all context blocks that may be affected, including blocks
held by different agents. It then applies the block’s validity
descriptor to decide whether the change actually invalidates
the recorded observation. In the file case, this can be imple-
mented as range-overlap checking: an edit only invalidates a
block if the changed range overlaps with the range observed
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by that block. This avoids treating every source update as a
whole-resource invalidation.
Context reconciliation. After affected blocks are marked
stale, the context manager reconciles them according to their
repair policy. A policy may refresh the block by re-reading
the source, annotate the block with a stale-context warning,
suppress it from future prompts, or force the agent to re-read
the source before continuing.

3.4 Extensible Adapter Interface and Policy

Configuration

In order to be configured for different agent runtimes, re-
source types, and reconciliation requirements, Concord ex-
poses three extension points.
Runtime extension. A runtime adapter defines the bound-
ary between Concord and an agent runtime. Agent run-
times may organize execution history, context entries, and
LLM-facing messages in different ways. Concord only re-
quires the adapter to expose where tool observations enter
the context and how repaired blocks can be reflected back
into the model-visible state. Concretely, the adapter identi-
fies tool results that should be registered, records a context
anchor for each managed block, and renders repaired blocks
back into the runtime’s context representation. This keeps
the context manager independent of the runtime’s internal
implementation.
Resource extension. A resource adapter defines how Con-
cord observes mutable external sources. It specifies how
source identifiers are normalized, how versions are obtained,
how selected content is read, and how a source update is
compared with a recorded observation. The key resource-
specific component is the watch handle, which detects source
changes and reports them to the context manager. Different
deployments may choose different watch handles. For exam-
ple, if a local file may be modified by arbitrary applications,
the watch handle may need a system-level interception point,
such as file-system notifications or instrumentation around
write-related system calls, to observe updates outside the
agent runtime. If the deployment only needs to track files
modified by agents within a managed workspace, a narrower
and cheaper handle can hook into the runtime’s file-write
tool or workspace-mutation path. For remote resources, such
as MCP servers or database-backed tools, the watch handle
may rely on polling, version checks, server-side change no-
tifications, or resource-specific subscription mechanisms.
Therefore, each resource adapter defines a watch scope that
matches the deployment’s required consistency guaranty.
Concord then associates registered observations with the
corresponding watch handle and reference-counts the han-
dle across dependent blocks.
Policy configuration. When a block is marked stale, the
context manager resolves a configurable repair policy from
the policy registry. Policies can be configured globally, per

resource type, per source, or per block, and may also de-
pend on the severity of the detected change. For example, if
the refreshed source content is substantially different from
the recorded observation, the policy may treat the old block
as invalid and annotate, suppress, or require an explicit re-
read. If the change is small and localized, the policy may
directly refresh or patch the block’s model-visible payload.
An eager refresh policy improves freshness by immediately
re-reading the source, but may introduce additional latency
or tool calls. This makes the correctness-overhead tradeoff
explicit: deployments can choose stronger freshness guaran-
tees at higher runtime cost, or cheaper policies with weaker
guarantees.

4 Implementation and Evaluation

We implement Concord as a general framework for keeping
agent context consistent with mutable external resources.
To assess its effectiveness, we instantiate and evaluate one
concrete use case: local files as the external resource.

4.1 Use Case Implementation

To apply Concord to a concrete setting, developers only
need to implement adapters that connect a specific agent
runtime and a specific external resource to the framework.
In this use case, we implement a runtime adapter for the
agent execution environment and a file-resource adapter for
monitoring and re-reading local files. The file adapter treats
each workspace path as a versioned source whose version is
the SHA-256 of file contents, and uses apply_patch as the
watch handle: any write that changes the content hash looks
up tables in the context manager and runs reconciliation.
For range observations, an anchored locator relocates the
recorded span in the updated file and refreshes the block
payload when relocation succeeds; otherwise the block is
marked invalid. Whole-file structured observations are re-
computed from the new content.
For the configurable reconciliation policy, we compare

the old observation text with the refreshed content under a
locality threshold: if the edit is local (same token length with
at most max(2, ⌊𝑙𝑒𝑛/5⌋) token substitutions, or sequence
similarity ≥ 0.78), the agent-visible block is patched in place
and kept valid; if the drift is larger, the block is left non-
valid, omitted from prompt projection, and accompanied by
a refresh notice that forces an explicit re-read.

4.2 Evaluation Setup

Benchmark.We evaluate on ConcordBench-Pioneer, a
40-task pioneer version of our stale-observation benchmark
derived from HotpotQA [28] multi-hop subset. Each Hot-
potQA task contains a question, a gold answer, a set of con-
text documents, and supporting_facts needed to answer
the question.Wematerialize the context documents as a local
workspace. During construction, for each task, we select one
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Figure 3. Example patch-and-restore race in ConcordBench-Pioneer.
The A-side patch makes the agent observe mutated evidence, while the
B-side restore reverts the workspace; the agent fails if the stale observation
remains in its trajectory.

or more supporting facts, and create a patch for each selected
fact by replacing the original evidence sentence with a plau-
sible mutated sentence. The mutation changes the factual
content of the evidence, such as an entity, date, number, or
comparison relation, so that an agent relying on the mutated
observation is likely to derive an answer different from the
original gold answer.
At evaluation time, each task starts from the mutated

workspace𝑊orig and a patch set 𝑃 . Before the agent runs,
the benchmark applies the mutated patch and changes the
workspace into a mutated workspace:

𝑊mut =mutate(𝑊orig, 𝑃).
The agent then interacts with𝑊mut using tools. When the
agent reads a patched evidence span, the mutated text is
returned by the tool and is recorded in the agent trajectory
as a tool observation. Immediately after that tool observation
has entered the trajectory, the race controller applies the B-
side restore:

𝑊orig = restore(𝑊mut, 𝑃).
Thus, the workspace is again consistent with the original
gold answer, but the agent trajectorymay still contain the ear-
lier mutated observation. The final answer is always graded
against the original HotpotQA gold answer. Figure 3 shows
one evaluation runtime example.
Agent harness. The default tool set is limited to grep, glob,
read_file, and answer, excluding shell access and tests
so that the benchmark measures stale-context reuse in the
trajectory rather than independent environment inspection.
The race controller primarily restores a patch after read_file
returns the patched source; it also restores grep-hit sources
if the agent moves on without reading them, and restores
remaining patches before premature answer submission.
Baselines.We compare Concord with three baselines, plus
an oracle upper bound:

• Naive: it leaves all prior tool observations unchanged
in the context.

Table 1. Observed results on the 40-task HotpotQA-derived
subset. Percentages are empirical recovery rates for this fi-
nite benchmark; † denotes the no-race oracle upper-bound
setting.

Recover Count ↑ Avg. Steps ↓ Tokens ↓

Claude Sonnet 5

Oracle† 40/40 (100%) 3.03 285,417
Naive 20/40 (50.0%) 4.40 589,720
Alert 26/40 (65.0%) 4.33 609,750
Diff 36/40 (90.0%) 7.10 1,079,420
Concord 40/40 (100%) 4.03 502,596

GLM 5.2

Oracle† 40/40 (100%) 3.70 219,753
Naive 15/40 (37.5%) 4.68 408,511
Alert 23/40 (57.5%) 4.65 430,712
Diff 31/40 (77.5%) 6.73 663,430
Concord 40/40 (100%) 4.75 389,953

DeepSeek V4 Pro

Oracle† 40/40 (100%) 4.58 410,820
Naive 24/40 (60.0%) 5.60 562,851
Alert 31/40 (77.5%) 5.83 621,379
Diff 38/40 (95.0%) 8.20 903,032
Concord 40/40 (100%) 5.38 524,862

• Alert: it appends [alert] path is modified to the
next tool output after a restore (and to the last tool
message if the agent tries to answer early), leaving
correction to the agent.

• Diff : it adds a diff tool that reports restored patches
as - mutated / + original and blocks answer
until the agent has seen a fresh diff for the current
workspace generation.

• Oracle: it runs the same agent and tools on the original
workspace with no race injection, serving as an upper
bound that isolates HotpotQA difficulty from stale-
observation failures.

Evaluation metrics.We report three evaluation metrics:
• Recover count is the number of tasks in which the final
answer matches the original gold answer after the
source has been restored; it is our primary measure of
whether the system avoids stale-context hallucination.

• Average steps measures the number of agent events
required to finish the task, where fewer steps indicate
lower recovery overhead.

• Token consumption measures total token usage and
captures the prompt-level cost of recovery.

4.3 Results and Analysis

Table 1 reports recover count, average steps, and token con-
sumption across three frontiermodels. Under the constructed
patch-and-restore race conditions, Concord also achieves a
recover count of 40/40 for each model and uses fewer tokens
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than Naive, Alert, and Diff in the evaluated runs. Concord
additionally requires fewer steps than Diff in all three set-
tings. These results indicate a better observed accuracy-cost
tradeoff for runtime-level context repair than for prompt-
level recovery on ConcordBench-Pioneer; they should not be
interpreted as a workload-independent guarantee of perfect
recovery. To better understand these observed differences,
we next conduct a trace-level analysis using the complete
GLM 5.2 runs.
Stale evidence persists inside the trajectory.Naive recov-
ers only 15/40 tasks in the traced run. The dominant failure
mode is short and direct: the agent reads mutated evidence,
forms an answer, and later repeats that answer after the
benchmark restores the file. Many wrong predictions match
the mutated value rather than the gold answer, such as a
changed number, year, or entity name. Even when the run-
time intercepts premature answers and restores remaining
patches (28/40 Naive tasks), the agent receives no signal that
its earlier observation is stale, so the restored workspace
does not repair the model-visible trajectory.
Prompt-level signals trade accuracy for cost. Alert im-
proves the performance from 15/40 to 23/40, but only when
the notice leads to re-grounding. If an alert is followed by a
later read_file, the agent is correct in 17/18 cases; without
a later read, it is correct in only 2/8 cases when the alert is
visible and 4/14 cases when the alert is only appended around
answer interception. Diff gives a stronger signal by showing
an explicit before/after hunk, reaching 31/40. However, it
turns recovery into a tool protocol: Diff uses 269 events and
663k tokens, compared with 148 events and 220k tokens for
Oracle, and 21/40 tasks call diff at least twice because of
freshness gating.
Runtime-level reconciliation repairs stale observations

in the evaluated traces. Concord achieves a recover count
of 40/40 in the evaluated GLM 5.2 run while consuming 390k
tokens, fewer than Naive, Alert, and Diff in this setting. It
also needs fewer reads and steps than the strongest prompt-
level baseline: 1.30 read_file calls per task and 4.75 average
steps, versus 2.25 reads per task and 6.73 steps for Diff. The
reason is that Concord patches local stale blocks in place,
or removes invalid blocks from prompt projection and forces
a re-read when drift is larger. The next model call therefore
sees repaired evidence or an explicit refresh requirement,
rather than a stale observation plus an advisory warning.
Within ConcordBench-Pioneer, the evaluated methods

show a consistent ordering: alerts are inexpensive but in-
complete, diffs recover more evaluated cases at higher cost,
and runtime context reconciliation matches the oracle re-
cover count while using fewer tokens than the prompt-level
race baselines.

4.4 Limitations and Failure Modes

Our evaluation covers 40 HotpotQA-derived tasks, local files,
a restricted tool harness, and a controlled patch-and-restore

race. Therefore, the observed 40/40 recover count for each
model does not imply perfect or workload-independent relia-
bility. The current prototype monitors writes routed through
apply_patch; out-of-band changes require broader change-
detection mechanisms, while polling may miss rapid updates.
Concord also relies on correct source identifiers, versions,
and source-to-observation mappings. Large rewrites, am-
biguous span relocation, multi-source observations, or re-
peated updates may force re-reading, increasing latency and
token cost. Moreover, Concord does not revise summaries,
plans, or decisions derived from stale observations. We leave
evaluation on broader workloads, concurrent agents, re-
peated update cycles, and non-file resources to future work.

5 Related Work

Consistency in Multi-Agent Workspaces. Prior work
has studied consistency in multi-agent workspaces mainly
at the system or runtime level. STORM [12] prevents stale
writes through local state consistency checks; CAID [5] iso-
lates agents in separate workspaces and resolves conflicts
at merge time; and CodeCRDT [20] explores convergence
for shared code state. Other systems manage state through
workspace snapshots or explicit runtime boundaries, such as
InfiAgent [29] and LemonHarness [21]. Recent studies also
formalize stale-generation and related concurrency anom-
alies [10], or show that stale environmental observations
can cause grounding failures [22]. These works primarily
manageworkspace state, write operations, or snapshot recon-
struction. In contrast, we study prompt-time coherence by
tracking observations and handling source changes through
invalidation, refresh, or annotation.
Agent Memory Systems. This line of work studies how
agents manage long-term memory and maintain the fresh-
ness of stored facts. MemGPT [18] introduces an OS-inspired
memory hierarchy for managing limited context windows;
Self-GC [8] treats context as indexed objects with lifecy-
cle operations such as folding, masking, and pruning; and
VISTA [27] represents working memory as typed and ad-
dressable blocks. Recent work also examines memory stal-
eness and temporal validity: STALE [3] evaluates whether
agents can recognize when prior memories become invalid;
Governed Shared Memory [13] studies stale propagation
and provenance collapse in shared agent memory; and En-
gram [25] and Supersede [19] use temporal validity or super-
session chains to address delayed memory updates. These
systems are complementary to ours: they mainly focus on
retrieval-time evidence selection, memory capacity man-
agement, or conversational fact updates, whereas we track
tool observations that have already been materialized in an
agent’s private prompt context.
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Cache Coherence in Computer Systems. The consistency
problem between agent context and external state can be nat-
urally related to cache coherence in classical computer sys-
tems. From this perspective, mutable external resources, such
as file systems or MCP services, serve as the source of truth,
while tool observations recorded in an agent’s prompt act
as cached copies of that state. Traditional cache-coherence
mechanisms [1, 7, 23] maintain consistency between cached
copies and the source state through techniques such as ver-
sioning, invalidation, and update propagation. These ideas
provide useful guidance for agent context management, such
as maintaining source metadata, dependency information,
and invalidation policies for context entries.

6 Conclusion and Future Work

In this work, we identify and formally define incoherence in
volatile agent context. To address the problem, we propose
Concord, a context coherence framework that maintains
the consistency between tool observations in agent context
and the mutable external resources. Concord is applicable
across different agent runtimes and external resources, and
can be easily extended to new runtime-resource settings.

Several directions remain for future work. First, while our
current use case focuses on file-based tool interactions, it
can be extended to broader classes of mutable resources (e.g.
MCP Tools). Second, our current implementation focuses
on tool observations, but agents often produce summaries,
plans, assumptions, or decisions that are derived from those
observations. Tracking the validity of such derived context
is a harder problem and requires richer context dependency
modeling. Finally, regarding the reconciliation policy, we
could explore more efficient strategies, such as finer-grained
replacement, batched propagation, or lazy updates, to reduce
runtime overhead and avoid unnecessary modifications to
the agent context.
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