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Abstract
AI agents are now a major cloud workload, running on an operating
system built for processes that execute deterministic instructions.
We name four mismatches and support them with a failure and two
witnesses. We also report a negative result of our own: speculative
execution returned 4–11% of wall-clock time on the class of tasks it
suited best, while the draft model that made the predictions costs
2–20% of a frontier model on every turn whether it hits or misses,
so the mechanism does not pay for itself. DeepSeek’s harness ships
a hand-written scheduler, a journal, and a Landlock sandbox, yet
cannot express whether a tool call may be retried, so after a crash it
asks themodel to decide. Omarchy launches ten agent programs and
hands eight of them that vendor’s own flag for switching permission
prompts off. The turn boundary and the side-effect class are facts
no current abstraction can carry, and we argue they belong below
the agent.

1 Introduction
An AI agent runs in a loop: the model emits a tool call, something
executes it, the result returns, and it decides again. Where a process
is a continuous instruction stream, an agent is a sequence of turns,
each a short burst of compute around a long wait.

Revisiting OS abstractions when the workload changes is an old
move: Stonebraker on databases in 1981 [23], Engler and Kaashoek
on ill-fitting abstractions in 1995 [8], the Berkeley View on machine
learning in 2017 [22]. Agents are the next case, not because they
use GPUs, which training already forced, but because the shape of
their execution is new.

A deployed agent is three components: a harness driving the
loop, an LLM runtime serving tokens, and a tool sandbox executing
actions. Naming which component a problem sits in separates an
OS problem from a framework problem. M1 and M3 arise inside one
machine, between the harness and the kernel beneath it. M2 arises
at the harness–sandbox boundary, which both sides cross through
the kernel. M4 reaches past both into third-party services the kernel
does not control, which is why it needs a declared contract rather
than inspection.

IBMResearch argues the same case from the cloud side, and notes
independently that skills carry no formal interface contract [21].
Their primitives sit in the orchestration layer; we argue two of
these contracts must reach the syscall boundary, because a policy
above it is bypassable by the agent it constrains.

Two of our own measurements are released with this paper: a
deployed agent on one production instance, 347 sessions and 2,682
model calls over three weeks, and a controlled benchmark of 30
sessions and 180 turns over five tool types used only for the per-tool
breakdown. Every number below comes from one of the two.

2 Four Mismatches
M1: Turns versus the process model. Across those 347 sessions the

agent spent 8.7% of elapsed time in inference and 4.2% in tool calls;
for the other 87% the session was open and it was doing nothing,
one gap running 92 hours. Within the active time inference took
67.6% and tools 32.4%, but per session that split ran from 0.7% to
82%: the share outside inference is a property of the workload, not
a constant.

An agent idle seven-eighths of the time is a scheduling opportu-
nity the kernel cannot see: it observes a process holding memory,
with nothing to distinguish a task between turns, cheap to displace,
from one mid-turn. Our runtime sorts session interruptions into
a dozen kinds [1], of which only the crash is a failure the OS recog-
nises; a truncated Server-Sent Events stream reaches the kernel
as a socket closing normally. Nothing marks a process as an agent
either, so our observer must guess: it matches command lines, then
resolves symbols and attaches probes to the TLS library, which
takes 8–15 s, and an agent that issues its first request sooner is never
observed. DeepSeek’s harness makes turns first-class with durable
boundary events, then rebuilds a scheduler above the kernel to act
on them [5]. We concede burst-and-wait is not unique to agents,
and that turns form a graph, not a chain. We also tried to remove
the boundary rather than describe it: with inference reaching 1000+
tokens per second [24, 28], a draft model predicts the next tool call
and the runtime runs it during generation, keeping the result if
correct. Local development was hopeless at a 5–6% hit rate, because
read and incremental builds finish in milliseconds; on web tasks
whose URLs were given in the prompt, seven of ten returned 4–11%.
It still does not pay for itself, because the draft model is a fixed cost:
2–20% of a frontier model on every turn, hit or miss, the same band
as the returns. Nor would a better hit rate help much: each turn’s
generation waits on the previous result, and pages fetched early
enlarge the next turn’s context. Better models will not remove the
layer, as scaling has not fixed long-horizon failure modes [16, 25].

M2: Tool contracts in the framework, not the system. Tool output
is written for humans: on our own corpus 26–78% of a tool response
is droppable overhead. Agents are not stuck reading untyped bytes:
DeepSeek’s harness mandates a canonical output schema per tool
and validates every result against it [5], and typed interfaces are
long established [3, 7]. What survives is narrower, and the OS has
absorbed this shape of problem before. A dependency that only
the build system knows does not survive the binary travelling, so
ELF’s DT_NEEDED puts that fact in the artifact and ld.so enforces
it at load [14]. A format and a loader absorbed the contract; the
tools were never asked to agree. Agents are a new kind of caller
and their contract is still at the convention stage: the type lives
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in the framework, so it binds only what that framework wraps,
and the same tool invoked from a shell carries nothing. That is not
ecosystem mess; it is what slippage looks like early.

M3: State at five timescales versus the file system. Agent state must
be managed at five lifetimes at once, from a decode step to a months-
long project: the attention key-value (KV) cache [19, 30], working
context, episodic memory, persistent knowledge, and archive. In
our own deployment session lifetimes ran from a median of 7 s to a
longest of 3.9 days. No single system defines all five tiers; we assem-
ble them from work that each builds part of the hierarchy [4, 13, 18,
29]. The tiers have different owners and cannot see each other: the
cache is keyed by prefix and blind to agent identity, episodic mem-
ory is keyed by session and blind to whether the cache still holds
that prefix. Resume an evicted agent and the cache is gone while the
memory is intact, with nothing reconciling them. In DeepSeek’s har-
ness, cache semantics are instead carried in a prose section in every
package’s README, which the maintainers declined to generate
from source because static analysis cannot infer the conditions [5].
The timescales come from the outside world: a larger context win-
dow moves items between tiers, it does not collapse them.

M4: Branching versus linear execution. Agents take actions whose
outcomes they cannot predict, so they must try, inspect, and undo.
This is not sampling randomness: a deterministic policy still cannot
know whether a build succeeds until it runs. Mechanisms are cheap
now: 10.83ms checkpoints [6], forks of filesystem, process and
GPU state [12, 26, 27], and test-time scaling makes rollouts rou-
tine [20]. The gap is everything outside local state, so we separate
actions by how far they can be undone: pure-local, local-reversible,
remote-idempotent, remote-reversible, irreversible-external. The
kernel plainly cannot infer these levels for itself: a socket write
may be a query, an email, or a payment. It does not have to. It needs
only to know whether an action can be undone, which the tool
author knows when they write the tool. DeepSeek’s harness is one
proof that this is structural. It mandates output schemas but cannot
declare a tool read-only, idempotent, or reversible, so when a crash
leaves an outcome unrecorded its recovery path injects a prompt
into the model’s context: retry only if the operation is read-only
or idempotent, otherwise verify external state or ask the user [5].
A correctness decision a type system could settle is handed to a
language model as prose, because no type exists to hold it.

Our own speculation study reached it independently, treating
read-only or idempotent as a precondition for pre-execution rather
than a tuning parameter. Omarchy shows the other end. This
distribution treats coding agents as first-class desktop citizens. It
launches ten of them, and for eight it passes that vendor’s own flag
for switching permission prompts off, its code observing that each
needs its own spelling of “don’t stop to ask” and that the remaining
two offer none to skip; a passwordless-sudo helper names AI agents
in its warning text [2]. Eight spellings of the same escape hatch,
and no way at all to say the narrower thing, is what is left when
there is nothing to declare.

3 Four Directions
Almost all of this is achievable above the kernel: turn-aware
scheduling, tiered memory, and copy-on-write forking, the last

in Crab [27], and ours is built that way too [1], on bubblewrap,
seccomp, and a privileged snapshot daemon. Two things resist
it. A user-space policy makes the agent both the subject of the
constraint and the process enforcing it, so under prompt injection
the trust relation collapses. And a harness mediates a tool entry
point while the effect lands at a syscall: an agent that switches
SDK, or forks a subprocess running curl against a credential file,
is outside that path entirely. Isolation is the practical consequence,
and we paid for it: our first speculative runtime ran draft calls on
the live request event loop, delaying reads of the real response
enough to void a round of measurements. Speculative work must
be distinguishable from committed work to the scheduler, and an
irreversible action needs a gate the agent cannot route around.

D1: Make the agent a first-class kernel entity. AIOS schedules
agents from user space [17] and Continuum works inside the infer-
ence layer [15]; neither can tell the CPU which thread is specula-
tive. A TASK_AGENT flag on task_struct, a turn_boundary() call
marking one edge of the turn graph, and reclamation that prefers
between-turn tasks would be enough to start, and the flag alone
removes the discovery race above.

D2: Give tool contracts a place to live. MCP standardises how a
tool describes itself [11] but does not bind the tool. A tool should
carry its response schema the way an ELF object carries DT_NEEDED,
and the OS should check it at invocation the way ld.so checks
at load, returning a typed error that names the offending field.
Our shell cosh interposes on a tool call through a pre-invocation
hook [1], which is the right check in the one place an agent can
step around.

D3: One hierarchy across the five tiers. Make the tiers mountable
behind one interface, as a VFS does for filesystems, so that a cache
invalidation and a memory update can be ordered against each
other: mechanism in the kernel, policy in the framework that knows
what a memory means.

D4: Declared side effects, enforced at the syscall boundary. Existing
forks cover GUI state [12], containers [27], or stay in the frame-
work [9]. Declare the five levels at registration beside the schema;
the OS then gates speculation on the declaration and inspects no
traffic, and anything undeclared counts as irreversible. Sagas made
this trade in 1987 [10], labelling an effect that cannot be made
atomic with the action that compensates for it; we want that label
at the syscall boundary, granting that rollback has hazards of its
own [31].

4 Call to Action
That is what belongs below the agent, yet every project we exam-
ined rebuilds it above: lifecycle, snapshotting, sandboxing, memory
management. Two agreements would start the work, and neither
needs a new kernel: a way for a harness to signal a turn boundary,
and a way for a tool to declare whether its effects can be undone.
Both are worth standardising rather than reimplementing again.
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