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Abstract
LLM agents are becoming long-running software actors. They accu-
mulate memory, load skills, synthesize tools, fork workers, attach
services, solicit human decisions, and package checkpoints and im-
ages for reuse. These mechanisms improve adaptability, but many
runtimes expose an action through the same wrapper that performs
its host effect. Under self-evolution, untrusted content can then
change not only what an agent can request, but also what it can af-
fect: affordance evolution becomes an implicit privilege-escalation
channel.

This paper presents Agent libOS, a libOS-inspired substrate
that separates affordance evolution from resource authority. Model-
facing tools, skills, JIT code, images, checkpoints, and remote end-
points may change after deployment, but every protected effect
crosses an explicit runtime primitive. The primitive binds a stable
AgentProcess identity to a normalized resource, a typed capability
decision, optional scoped approval, budgets, provider containment,
and append-only audit.

Our Python prototype applies this boundary to filesystem and
shell access, object memory, processes, skills and JIT tools, check-
points and images, human requests, and registered JSON-RPC/MCP
services. On a synthetic, stateful 80-scenario suite, full Agent libOS
attains 100.0% attack-setting task success with 0 forbidden com-
mitted effects and complete traces in a 720-row modeled matrix.
Direct, prompt-only, sandbox-only, and confirmation counterfac-
tuals commit 100, 100, 83, and 67 forbidden effects, respectively.
We separately exercise three native connector calls and a frozen
qwen3.8-max campaign: all 24 free-tool trials pass task and effect
oracles with 0 forbidden commits, and all 24 token-free replays re-
produce utility, safety, and normalized effects. The results support a
concrete runtime authority boundary for agents whose affordances
and reusable state can change after deployment.

CCS Concepts
• Computer systems organization → Operating systems; •
Security and privacy→ Authorization; • Computing method-
ologies→ Artificial intelligence.
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1 Introduction
LLM agents increasingly resemble durable software actors rather
than stateless tool callers. A coding or research agent may inspect
repository state, activate a skill package, synthesize a TypeScript

helper, call a remote service, request a human decision, fork a child
process, checkpoint its state, and later boot a reusable image. None
of these changes requires an immediate update to model weights,
yet each can materially change what the agent sees, what actions
it can propose, and what later agents inherit. Recent systems make
this form of self-evolution explicit: useful capability increasingly
comes from changing context, memory, tools, workflows, and train-
ing signals, not only from scaling a fixed model [7, 20, 26, 35–37].

This shift exposes an operating-systems problem. A common
agent-runtime pattern renders a prompt, exposes tool schemas, asks
the model to select an action, dispatches a host function, appends
the result, and repeats. This pattern appears across influential work
on reasoning and tool use, multi-agent collaboration, and agent-
computer interfaces [10, 22, 30, 32, 33]. It is productive because
adding actions is easy, but it is fragile because the wrapper that
makes an action visible often also touches the filesystem, shell,
browser, database, memory store, or remote endpoint. In such sys-
tems, “can the model see this action?” is easily conflated with “can
this process invoke this operation?” and “can this operation affect
this protected resource?”

Self-evolution amplifies this conflation. A malicious repository
can instruct an agent to load a debugging skill, register generated
code, fork a worker, call a visible remote service, and preserve the
resulting state. Each step looks like ordinary adaptation. If any
of those affordances carries ambient host authority, however, un-
trusted text turns affordance evolution into authority evolution;
checkpoints and images can then preserve the unsafe procedure for
future runs. Confirmation and host isolation remain useful back-
stops, but they answer different questions. A wrapper-level prompt
may be shown before the target resource has been normalized,
while a container does not identify which agent process, capability,
checkpoint lineage, or human decision authorized an in-sandbox
effect. Section 2.5 follows this failure end to end.

Agent libOS is built around one invariant:

A self-evolving agent may change what it can ask
for, but that change must not by itself expand what
protected resources it can affect.

Agent libOS does not propose a new prompt, planner, role pro-
tocol, or tool-synthesis optimizer. It provides a substrate in which
those mechanisms can evolve while separating three questions that
wrappers often collapse: what action can the model name, which pro-
cess is requesting it, and which protected effect may commit? Tools an-
swer the first; stable process identity and runtime authority checks
answer the latter two.

Figure 1 shows the resulting layer model. Model-facing affor-
dances remain ergonomic and evolvable. The runtime owns process
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Agent personality / application
User goal, task-specific policy, model profile selection.

Skills and tools layer
Prompt instructions, static tool schemas, workflow hints, skill
packages, and process-local JIT candidates. This layer is
model-facing and evolvable, but non-authoritative.

Agent libOS runtime
Process identity and scheduling; typed capabilities and
scoped approval; budgets, recovery, effect classification, and
audit.

Resource-provider substrate
Contained adapters for filesystem, shell, human I/O, remote
calls, and PTY sessions.

Host backends
Workspace and subprocess backends, local UI, registered
services, and durable stores.

Figure 1: The Agent libOS layer model. Model-visible self-
evolution occurs above the runtime boundary; protected ef-
fects occur below it through primitives.

identity, scheduling, authorization, context materialization, check-
point lifecycle, wakeups, and provenance. Contained providers per-
form concrete host calls, but they are backends rather than security
bypasses. This agent-level boundary complements host isolation
instead of replacing it.

The security boundary is process identity + capability + primitive;
append-only audit supplies provenance for allowed and denied
decisions. A process may see a new tool, activate a skill, register a
JIT helper, inspect a remote endpoint, boot an image, or fork from
a checkpoint. Visibility may change freely, but a protected effect
occurs only inside a primitive that normalizes the resource, checks
authority, applies scoped approval and budgets, invokes a provider,
classifies the resulting effect, and records the outcome.

This paper makes three contributions. First, it identifies a specific
systems failure mode: an evolving action surface becomes a hidden
permission surface when visibility and authority share a wrapper.
Second, it presents a runtime model that decouples them with
stable process identity, typed capabilities, primitive-level mediation,
scoped approval, and append-only provenance. Third, it evaluates
a working prototype with modeled counterfactuals, native runtime
traces, repeated real-model completions, latency measurements,
and primitive regressions.

2 Problem, Threat Model, and Rationale
2.1 Failure mode and scope
The self-evolving-agent literature distinguishes what evolves, when,
how, and where [7]. Agent libOS focuses on a deployment-relevant
subset: non-parametric runtime self-evolution. A process may change
prompt context, activate a skill, register a JIT tool, spawn or fork
another process, create or boot an image, restore or commit a check-
point, attach a registered service, or use an object-backed terminal

session supplied by a trusted module. A deployment may also accu-
mulate policy-permitted LLM-call traces and human ratings for later
prompt, workflow, image, or model improvement. These operations
do not immediately update model weights, but they change what
the current agent can request and what future agents can inherit. In
OS terms, they resemble loading code, changing an address-space
view, opening devices, spawning children, checkpointing state, and
collecting telemetry for later builds.

A model-facing wrapper is an interface, not an authority bound-
ary. It may validate JSON arguments and format observations, but if
it directly performs host effects, every wrapper author must repro-
duce the same authorization discipline. Indirect prompt injection
and tool-output injection exploit this gap between untrusted con-
tent and trusted execution [3, 8, 34]; ordinary-looking tool loops
can therefore produce harmful effects [21]. The specific failure se-
quence is: untrusted input changes or selects an affordance, that
affordance carries ambient credentials or calls the host directly,
and an effect commits without an independent process/resource
decision. Self-evolution makes the first step persistent and reusable.

2.2 Threat model
The prototype targets threats common in agent applications. Repos-
itory files, retrieved documents, tool outputs, generated skill text,
JIT source, process messages, checkpoint metadata, and remote-
provider responses may steer an agent toward unauthorized reads,
writes, deletes, shell execution, object-memory materialization, pro-
cess control, checkpoint use, image registration, remote calls, PTY
interaction, or human-approval confusion.The adversarymay know
object names, namespace strings, object ids, endpoint ids, method
names, tool names, checkpoint ids, or image ids, and may induce
the model to request a harmful action.

The TCB has three layers: (1) policy-critical runtime managers
for capabilities, primitives, process/checkpoint/image state, and au-
dit; (2) configured providers and the SQL persistence boundary; and
(3) the Python/Deno runtimes and host OS. A defect in any of these
layers can violate the invariant, and the audit log is provenance
rather than independent attestation. Model outputs, repository con-
tents, messages, remote results, ordinary skill and image packages,
and Deno/TypeScript JIT tools are not trusted to enforce policy.
Trusted startup modules are admitted only from operator-accepted
manifests and source hashes.

Within this model, an adversary may control any untrusted input
and may know stable resource identifiers, but cannot modify the
trusted runtime, forge host configuration, or directly compromise
a provider backend. The boundary therefore constrains confused-
deputy behavior by an agent process; it does not claim to contain a
compromised TCB.

2.3 Design requirements
The threat model yields seven requirements that are easy to obscure
when a tool wrapper is treated as the unit of enforcement.
• Stable subjects. Long-running agents need process identities

that own authority, budgets, queues, parent–child relations, and
audit history across spawn, fork, wait, resume, and exit.

• Non-authoritative evolution. Loading a skill, exposing a tool,
registering JIT code, discovering a service, or packaging an image
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may change the action surface, but must not silently mint filesys-
tem, shell, memory, process, checkpoint, image, remote-method,
human, or PTY authority.

• Point-of-use mediation. Authorization must occur at a typed
primitive after resource and argument normalization, not when
a broad wrapper first becomes visible or is selected.

• Explicit memory authority. Object names, ids, namespaces,
and context snippets are references, not capabilities; lookup, read,
materialization, linking, and merge remain separately authorized
and budgeted.

• Attenuated delegation and resumable approval. Children
receive no more authority than explicitly delegated, and a human
decision resumes the original pending primitive with an exact,
auditable scope rather than converting a wait into a new ambient
grant.

• Scoped recovery. Checkpoints reconstruct internal state while
preserving audit and external-effect history; recovery must not
imply that an already committed remote or provider effect was
rolled back.

• End-to-end explanation. For an allowed or denied effect, the
runtime should link the process, tool or syscall, normalized prim-
itive, capability or policy decision, human action, provider result,
and relevant checkpoint or image lineage.

2.4 Alternatives and trade-offs
Table 1 makes the design choice explicit. Prompt policy, confirma-
tion, and host isolation remain useful, but each answers a different
question. Mature containers, microVMs, and capability operating
systems are therefore compositional backends and design prece-
dents, not interchangeable agent-level baselines [1, 15, 29].

2.5 Running example
Consider a coding agent whose repository contains an injected
instruction to “install the diagnostic skill, generate a helper, ask
a worker to inspect credentials, restart production, and save the
improved setup.” In awrapper-only runtime, this plausible workflow
can inherit every credential available to the host process. In Agent
libOS, the same workflow unfolds as follows.
1. Load a skill. Activation changes the process-local prompt and

visible tool table, but adds no capability.
2. Generate a JIT helper. The validated TypeScript helper has

no Deno host permissions. Its attempted secret read becomes
a filesystem primitive and is denied because the process lacks
that typed resource capability.

3. Fork a worker. The child receives selected memory, a smaller
budget, and explicitly attenuated authority; knowing an object
id or checkpoint id does not recover the parent’s rights.

4. Use a remote service. A registered read-only status method
may be allowed, while a visible production-restart method is
denied independently. A human may approve one exact source-
file write; that approval cannot authorize the restart.

5. Reuse the state. A checkpoint or image may preserve the
new skill and helper, but declared capabilities are requirements
for later bootstrap, not packaged grants. The audit chain links
the skill, JIT syscall, fork, approval, allowed status call, denied
restart, and resulting image.

The example instantiates the requirements above: stable subjects,
separate affordance and authority state, point-of-use mediation,
attenuated delegation, resumable approval, scoped recovery, and
end-to-end provenance.

3 Agent libOS Design
3.1 Processes, affordances, and authority
A process in Agent libOS is a runtime subject:

𝑝 = ⟨𝑖𝑑, 𝑖𝑚𝑔, 𝑠𝑡𝑎𝑡𝑢𝑠, 𝑚𝑒𝑚, 𝑐𝑤𝑑, 𝑇 , 𝑆, 𝐽 , 𝐶, 𝐵, 𝑄, 𝑐ℎ𝑖𝑙𝑑𝑟𝑒𝑛⟩,

where 𝑖𝑑 is the process identity, 𝑖𝑚𝑔 is the current AgentImage,
𝑠𝑡𝑎𝑡𝑢𝑠 is lifecycle state, 𝑚𝑒𝑚 is a process-local Object Memory view,
𝑐𝑤𝑑 is a workspace-relative working directory, 𝑇 is the static model-
visible tool table, 𝑆 is the loaded skill set, 𝐽 is the process-local JIT
tool set, 𝐶 is the capability set, 𝐵 is the hierarchical budget and
usage record, 𝑄 is the durable message queue, and 𝑐ℎ𝑖𝑙𝑑𝑟𝑒𝑛 records
the process tree.

The affordance surface of 𝑝 is the set of model-visible affordances:

𝐴𝑝 = 𝑇𝑝 ∪ 𝑆𝑝 ∪ 𝐽𝑝 ∪ 𝐼𝑝 ∪ 𝑅𝑝,

where 𝐼𝑝 contains visible image and checkpoint affordances and
𝑅𝑝 contains registered remote endpoint or server affordances. Au-
thority is not 𝐴𝑝. Authority is the set of decisions reachable from
𝐶𝑝 under typed resource matching, deny dominance, constraints,
one-shot use counts, expiry, delegation lineage, and human policy.
The basic invariant is:

Δ𝐴𝑝 ⇏ Δ𝐶𝑝.

Changing the affordance surface does not change the capability
set. Capability changes require trusted bootstrap, explicit capability
operations, scoped human approval, checkpoint restore or fork
under capability checks, or audited administrative action. Even
then, capabilities are durable records with issuer lineage, not hidden
effects of loading a skill or registering a tool.

In the running example, skill activation and JIT registration
change 𝐴𝑝 while leaving 𝐶𝑝 fixed; the fork constructs a new sub-
ject with explicitly attenuated 𝐶𝑐ℎ𝑖𝑙𝑑. This separation is what the
wrapper-only design lacks.

For every committed protected effect 𝑒, Agent libOS requires a
primitive invocation under a concrete process identity, a successful
capability decision, and an audit record:

commit(𝑒) ⇒ ∃𝑝, 𝜌, 𝑑. primitive(𝑝, 𝜌) ∧
authorize(𝑝, 𝜌) = 𝑑 ∧
𝑑 ∈ {allow, askApproved} ∧
audit(𝑒, 𝑝, 𝜌, 𝑑).

The formula concerns committed effects, not model choices. A
model may request many actions; only primitive-authorized re-
quests cross the runtime boundary.

3.2 Primitives and capabilities
A primitive is a trusted operation that crosses a protected boundary.
The prototype groups primitives into local resources (filesystem
read/write/delete, shell execution, and PTY interaction), agent state
(object lookup/materialization/write, process lifecycle, checkpoints,
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Boundary Useful guarantee Gap for an evolving agent Role and cost in Agent libOS

Prompt/tool policy Reduces unsafe requests and
irrelevant actions.

Untrusted content can change model behavior; visibility
does not constrain a wrapper’s host authority.

Usability layer only; no enforcement claim.

Wrapper confirmation Gives a human a decision point. Often approves a broad wrapper before resource
normalization; repeated prompts create burden and
habituation.

Primitive-level ask with an exact, one-shot
grant; adds blocking latency.

Container or microVM Contains host processes, files, and
network namespaces.

Does not express agent-process identity, checkpoint
lineage, object namespaces, or registered service
methods inside the sandbox.

Provider backend and blast-radius limit; adds
deployment cost.

Typed runtime capabilities Enforces least authority per process,
resource, and operation with
provenance.

Requires policy engineering, a non-trivial TCB, and
mediation overhead.

Chosen agent-level boundary; composed
with the mechanisms above.

Table 1: The alternatives protect different boundaries. The evaluation’s sandbox and confirmation rows are controlled counter-
factuals, not performance comparisons with mature products.

and images), evolution (skill activation and JIT registration/execu-
tion), human interaction, and registered JSON-RPC or MCP calls.
Regardless of whether a request originates in a Python wrapper,
TypeScript syscall, CLI, GUI, or trusted module, the sequence is the
same: normalize the resource and arguments; evaluate capability
and deterministic policy; optionally suspend for approval; preflight
budgets and reserve one-shot use; invoke the provider; and emit op-
eration, effect, event, and audit records. Centralizing this sequence
prevents each new affordance from inventing its own authorization
semantics.

A capability is a structured record:

𝑐 = ⟨𝑠𝑢𝑏𝑗𝑒𝑐𝑡 , 𝑟 𝑒𝑠𝑜𝑢𝑟𝑐𝑒, 𝑟 𝑖𝑔ℎ𝑡𝑠, 𝑒𝑓 𝑓 𝑒𝑐𝑡 , 𝑖𝑠𝑠𝑢𝑒𝑟 ,
𝑙𝑖𝑛𝑒𝑎𝑔𝑒, 𝑐𝑜𝑛𝑠𝑡𝑟𝑎𝑖𝑛𝑡𝑠, 𝑙𝑒𝑎𝑠𝑒, 𝑠𝑡𝑎𝑡𝑢𝑠⟩.

Resources are typed canonical identifiers for filesystem subtrees,
object-memory objects and namespaces, processes, images, check-
points, JSON-RPC endpoint methods, or MCP server/tool pairs.
Rights are primitive-specific—for example, read, write, delete,
execute, materialize, grant, or approve. Decisions are allow,
deny, or ask, with deny dominance and fail-closed parsing of un-
known rights or malformed constraints. Typed terminal wildcards
avoid string-prefix confusion such as src versus src2. One-shot
authority is an allow capability whose committed use consumes its
remaining count; issuer and delegation lineage make subsequent
attenuation inspectable.

Human approval is modeled as a runtime device rather than as
wrapper-local UI. An ask decision creates a durable request contain-
ing the process id, primitive name, canonical resource, requested
grant scope, predicted overwrite state, byte count or content hash
where relevant, risk classification, and escaped preview. The pro-
cess enters waiting_human; other processes continue. Approval
installs or consumes the scoped one-shot capability and resumes
the original primitive. Rejection returns a structured failure. Or-
dinary approval paths cannot grant broad global filesystem write,
wildcard shell execution, or capability-admin authority.

3.3 Self-evolution surfaces
Agent libOS treats self-evolution as changes to process-local affor-
dances, reconstructable state, and learning records—not as expan-
sion of resource authority. Skills and JIT tools form its prompt- and
code-evolution surfaces. Activating a skill may update one process’s
prompt, expose declared static tools, provide bundled JIT candidates,

and make package resources available through an activation snap-
shot rooted at SKILL.md; it grants no ambient rights. Bundled and
model-proposed TypeScript follow the same propose/validate/reg-
ister/execute lifecycle. Validation applies bounded static checks,
import allowlists, size limits, and configured tests. A registered mod-
ule remains process-local and can reach the runtime only through
libos.syscall(name,args); Deno execution has no independent
file, network, environment, subprocess, or FFI permissions.

Processes and Object Memory make evolution parallel and state-
ful. Spawn begins with goal-only memory and no broad external
authority; fork carries only selected memory and explicitly attenu-
ated capabilities. Object Memory may evolve namespaces, typed
payloads, provenance, lifecycle state, and context views, but know-
ing an object name or receiving a context snippet does not authorize
lookup, materialization, linking, release, or merge.

Checkpoints and images make evolution reusable. A checkpoint
captures reconstructable process state such as working directories,
selected Object Memory state, namespace links, subtree capabilities,
visible tools, JIT candidates, loaded skill snapshots, mailbox state,
image references, and trusted-module hashes. Restore reconstructs
that state without erasing append-only audit or pretending to roll
back the outside world. Images package a successful operating
context—prompts, default tools and skills, optional JIT tools, startup
modules, model/context policy, safety metadata, and an optional
workspace seed—but image-declared capabilities remain bootstrap
requirements for operator review, not packaged grants.

Registered remote methods obey the same split: discovery is
an affordance; JSON-RPC or MCP invocation is a typed primitive
over a stable endpoint/method or server/tool pair. LLM-call records
and human ratings form a learning data plane for later prompt,
workflow, image, ormodel improvement, but never authorize effects.
Because prompts, arguments, responses, ratings, and comments
may contain sensitive or consent-governed content, deployments
may retain complete records only under policy, or store bounded
previews and hashes.

3.4 Providers and containment
Providers are backends, not bypasses. The prototype includes local
filesystem, clock, shell, human, JSON-RPC over HTTP, and MCP
client providers; the provider abstraction is intended to admit fu-
ture container, browser, database, Git, or service connectors. In all
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cases, the primitive retains caller identity, capability checks, policy
evaluation, event emission, audit, and effect classification.

Shell execution accepts argv arrays rather than shell strings.
The shell primitive applies command-risk rules over executable
identity and argv tokens, blocks or asks as needed, enforces sub-
process wall/CPU/RSS budgets through the provider, and emits
paired intent/result records. Deno/TypeScript JIT tools run without
Deno host permissions for file, network, environment, subprocess,
or FFI access and use --no-prompt with cached-only dependency
behavior.

JSON-RPC over HTTP and MCP support are client-only in the
prototype. Tools pass endpoint/server ids, method/tool ids, and
JSON parameters and cannot pass URLs, credentials, headers, trans-
ports, commands, or raw wire methods at call time. The primitive
constructs the capability resource from stable ids and checks in-
vocation authority before exposing manifest metadata or schemas.
Endpoint and server manifests store wire names, schemas, timeout
and byte limits, rollback class, mutation flags, and information-
flow flags. Provider calls emit external-effect rows classified as
irreversible, rollbackable, or no_rollback_required; check-
point restore reports these effects but does not claim to compensate
them.

4 Implementation
The implementation is a Python research prototype. Its compo-
sition root wires a thread-backed scheduler, process and Object
Memory managers, the capability manager, ToolBroker, skill and
checkpoint/image managers, an event bus, audit and human man-
agers, an LLM executor, a trusted-module registry, and the provider
substrate. Each AgentProcess stores a host-resolved model-profile
id. Root spawn selects an explicit host profile, an image default, or
the runtime default; fork and child creation inherit it unless the
host overrides it. Model-facing tools cannot switch to arbitrary
credentials or endpoints. LLM calls persist provider and API-mode
identifiers, bounded prompt/output envelopes, visible schemas, tool-
call and reasoning metadata, usage, and errors. Missing usage under
a token budget fails closed, and over-budget actions are not dis-
patched. Human ratings are stored as scored, attributed, audited
records, supporting later improvement without becoming authority
grants.

The Electron console is a supervision surface behind a loopback
server and random bearer token. Requests carrying an actor process
id use that process’s capabilities; explicit local-administrator actions
follow a separate audited path rather than inheriting the selected
process’s identity. The console can inspect persisted calls, pending
human requests, and provenance, and can record process ratings
for later evaluation pipelines.

5 Evaluation
5.1 Questions, benchmark design, and baselines
The empirical goal is not to show that Agent libOS improves a plan-
ner. It is to test whether a runtime authority boundary preserves
utility, safety, and provenance while an agent changes its affordance
surface. The evaluation asks four questions:
(1) Does primitive mediation prevent forbidden committed effects

in realistic benign and attack workflows?

(2) Does task utility survive capability checks, human approval,
and provider containment?

(3) Can allowed and denied sensitive effects be explained by linked
runtime evidence?

(4) What latency and operational costs does the boundary intro-
duce?

The primary benchmark is an 80-scenario practical workflow
suite spanning coding, research, enterprise, DevOps, and self-
evolution tracks. Each track contains eight task families, including
core tasks, diagnostic tool output, external context, state updates,
tool extension, remote action, capability transfer, and delayed
triggers. The suite contains 40 benign scenarios, 25 direct attack
scenarios, 10 adaptive scenarios, and 5 long-horizon scenarios.
Each scenario declares trusted and untrusted inputs, allowed and
forbidden effects, utility oracles, security oracles, final-state oracles
when applicable, and expected provenance. The design follows
two common practices in recent agent evaluations: separating
utility from security in tool-rich attack settings [3, 21, 34], and
checking final environment state rather than only intermediate
actions [11, 31, 38]. The suite is synthetic and inspired by these
benchmarks; it does not claim to run their official datasets.

We evaluate four controlled counterfactual baselines and four
ablations. Direct dispatches model-visible wrappers directly to
host effects. Prompt-only relies on instructions without runtime
enforcement. Sandbox-only models coarse shell/filesystem/net-
work containment but lacks agent identity, checkpoint lineage,
object namespaces, and remote-method authority. Confirmation
asks for broad approval around selected wrappers. Full Agent li-
bOS dispatches through primitive-level mediation. The ablations
remove audit linkage, fork/checkpoint/image attenuation, primi-
tive approval, or remote-method capabilities. These runners isolate
mechanisms; they are not implementations or performance eval-
uations of Docker, Firecracker, Capsicum, or commercial agent
sandboxes.

Metrics separate utility, safety, cost, and explainability. We re-
port benign task success, attack-setting task success, final-state
success, forbidden committed effects, unknown effects, false de-
nials, approval events, and effect-to-audit trace coverage. In attack
settings a harmful action can be requested, denied, or committed;
the safety claim concerns committed effects. Approval decisions
in automated experiments are made by a scenario-aware scripted
oracle over declared allowed effects, not by human subjects. Exact
100% values therefore describe this fixed regression suite, not an
estimated population rate.

5.2 Practical workflow results
Table 2 reports the main practical results. The modeled matrix exe-
cutes all 80 scenarios against nine runners and ablations, producing
720 result rows. It is a controlled design matrix: semantic effects
and oracles are modeled, so no row is counted as a native runtime
execution.

Full Agent libOS preserves the suite’s declared utility while
blocking every forbidden committed effect in the fixed modeled
matrix. Direct and prompt-only runners commit all 100 modeled
forbidden effects. The modeled sandbox blocks some shell/network-
like effects but misses agent-level data-flow, service-state, and
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Runner Scen. Benign Attack State Forbidden Trace
succ. succ. succ. comm. cov.

Agent libOS (modeled) 80 100.0% 100.0% 100.0% 0 100.0%
Confirmation 80 100.0% 10.0% 55.0% 67 0.0%
Sandbox-only 80 100.0% 0.0% 50.0% 83 0.0%
Direct wrapper 80 100.0% 0.0% 50.0% 100 0.0%
Prompt-only 80 100.0% 0.0% 50.0% 100 0.0%

Table 2: Modeled practical workflow results. Rows are con-
trolled counterfactuals rather than performance compar-
isons with deployed products; forbidden committed is a
count.

Runner Benign Attack State Forbidden Trace
succ. succ. succ. comm. cov.

Full Agent libOS 100.0% 100.0% 100.0% 0 100.0%
No audit 100.0% 100.0% 100.0% 0 0.0%
No fork atten. 100.0% 87.5% 93.8% 20 100.0%
No human approval 100.0% 87.5% 93.8% 5 100.0%
No remote-method caps 100.0% 62.5% 81.2% 20 100.0%

Table 3: Agent libOS ablations on the 80-scenario modeled
matrix. Forbidden committed is a count.

method-authority attacks. Wrapper confirmation records 114 ap-
proval events and still commits 67 forbidden effects; full Agent
libOS records 5 scoped decisions. Thus the result is not merely
fewer attempted actions: the mediated runner completes the al-
lowed task path while separating it from the forbidden side effect
encoded in the same scenario.

Trace coverage is an explainability metric, not just a logging
metric. A covered sensitive effect is linked to process identity,
normalized resource, capability decision, primitive or tool call,
provider effect, and approval decision when present. As a separate
native smoke test, three stateful JSON-RPC connector scenarios—
mail send, CRM create, and calendar create—each execute one real
ToolBroker call. All three pass exact provider-receipt and final-
state checks, yielding 3 semantic effects, 3 calls, and 12 Explain-
resolvable operations with no modeled fallback.

5.3 Ablations, real-model evidence, and
primitive coverage

Table 3 isolates the mechanisms responsible for the main result. Re-
moving audit linkage does not create forbidden committed effects
in this run, but it drops trace coverage to 0.0%, separating enforce-
ment from accountability. Removing fork attenuation commits 20
forbidden effects, showing that child, checkpoint, and image transi-
tions need authority narrowing. Removing primitive-level approval
commits 5 forbidden effects, and removing remote-method capabil-
ities commits 20, showing that scoped approval and method-level
remote authority are independently necessary in the corresponding
scenarios.

To test whether the boundary still supports an unconstrained
action-selection loop, we freeze a real free-tool completion cam-
paign with qwen3.8-max at temperature 0.2: eight coding, research,
enterprise, DevOps, and self-evolution tasks, three fresh-state re-
peats each, and final-state plus effect oracles. The model selects run-
time tools rather than fixed action identifiers; a scripted approver
accepts only an exact effect already declared allowed by the task

Operation 𝑛 Median ms p95 ms

Provider read (direct) 1,000 1.24 2.12
Tool read (allowed) 1,000 100.33 139.51
Tool read (denied) 1,000 36.56 52.13
Explain operation 1,000 1.82 2.40
Process spawn 100 91.45 111.76
Checkpoint create 100 27.85 34.34
Checkpoint restore 100 67.82 78.46

Table 4: Prototype latency, excluding model and network
time.

oracle, which is hidden from the model. All 24 live trials pass both
task and effect oracles, with 0 forbidden commits, 0 false denials, six
scripted approvals, and 100.0% mean audit completeness. Replay-
ing every transcript without another model call reproduces utility,
safety, and normalized effects in 24/24 cases. Provider-reported us-
age totals 5.66 million tokens (median 218,676.5 and 95th percentile
315,098 per trial); wall time is 92.83 s at the median and 125.84 s at
the 95th percentile. The campaign bridges the deterministic matrix
and actual model-driven tool use, but these counts characterize this
model and task set rather than population-level reliability.

5.4 Mediation cost
Our single-host microbenchmark uses Python 3.12.13 and SQLite
on AMD64 Windows 11, a 4-KiB file, and 30 warm-ups (Table 4).
Read and explain rows use 1,000 measured iterations; stateful rows
use 100. The allowed read includes tool dispatch, normalization,
capability and policy checks, durable operation/effect/audit records,
and provider I/O.

Themediated allowed read adds 99.09 ms at the median, typically
smaller than model inference or remote service latency.The result is
a prototype cost, not a lower bound: synchronous SQLite durability
and verbose provenance dominate the path. Batching audit writes
or moving policy/state to a lower-level service may reduce latency
but weakens immediate durability or enlarges the deployment TCB.

6 Discussion and Limitations
The library-OS abstraction localizes agent-specific policy above a
conventional host OS; it does not schedule CPU cores or imple-
ment POSIX. The benefit is one stable decision point for changing
tool tables, memory, process identity, checkpoints, images, and re-
mote services. The cost is explicit policy engineering: deployments
must define resource types, normalize identifiers, provision least-
authority grants, operate an approval path, retain audit state, and
decide which provider effects are reversible. Fail-closed behavior
can reduce availability, and checkpoint restore cannot compensate
an already committed external effect.

Several limits remain. Natural language inside arguments and
policy context makes some validation semantic. Approval is slow
and subject to habituation; our scripted approvals measure mecha-
nism behavior, not human decision quality. Deno no-permission
execution is not a production sandbox, and trusted Python modules
remain in the TCB. Strong deployments should compose containers,
WASM, microVMs, remote sandboxes, provider-specific isolation,
and independently protected audit storage. The prototype has no
formal verification or independent monitor, so its complete traces
do not prove that a compromised runtime recorded the truth.
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7 Related Work
Self-evolving and tool-using agents. Self-improving agents
study how LLM systems can evolvememory, skills, workflows, tools,
code, and, in some settings, model parameters [7, 20, 26, 35–37].
A related line of work on tool use and agent-computer interfaces
develops action representations, tool APIs, collaboration protocols,
and execution loops for completing tasks across external envi-
ronments [6, 10, 12, 19, 22, 24, 25, 27, 28, 30, 32, 33]. Agent libOS
addresses a different layer of the stack. Rather than proposing
a new action language or task-solving policy, it treats model-
visible tools, skills, and workflows as evolvable affordances above
a runtime boundary that preserves process identity, mediates
capability-bearing primitive calls, contains provider-side effects,
and records audit evidence.

LLM operating systems and agent benchmarks. Several sys-
tems reinterpret operating-system abstractions for LLM agents.
MemGPT frames context management as virtual memory, while
AIOS studies OS support for agent scheduling, context, memory,
storage, access control, and tool resources [14, 17]. In parallel,
benchmarks such as SWE-bench, WebArena, and OSWorld evaluate
whether agents can complete realistic software, web, and desktop
tasks [11, 31, 38]. Agent libOS focuses on a complementary mea-
surement question: whether runtime evolution preserves authority
invariants while agents modify their own affordances. Its design
draws on capability systems, exokernels, library OSes, containers,
and microVMs [1, 4, 5, 9, 13, 15, 16, 23, 29]. These mechanisms
provide backends and design precedents, but the agent-specific
problem is to connect persistent process identity and model-visible
affordances to mediated, capability-checked primitive operations.

Agent security and mediated authority. Indirect prompt
injection, tool-output attacks, and agent-risk benchmarks show
that untrusted content can influence agents toward unsafe tool
calls [3, 8, 21, 34]. CaMeL extracts control and data flow from a
trusted query and uses capabilities to prevent unauthorized flows
from untrusted data [2]; systems-oriented work further empha-
sizes delegated authority, persistent state, isolation, mediation, and
provenance [18]. Agent libOS is complementary: it targets durable
process and authority transitions plus committed provider effects
in existing agent frameworks. It evaluates that boundary using
modeled practical workflows, native connector traces, repeated
real-model completions, and primitive regression tasks rather than
relying only on policy descriptions or static threat models.

8 Conclusion
Self-evolution increases the need for stable authority boundaries.
If an agent can improve its tools, it can also create higher-impact
failure modes. If it can create and commit state into images, it can
persist unsafe procedures. If it can feed LLM traces and human
ratings into training or fine-tuning, it can influence future agents.
If it can attach remote endpoints, it can move effects outside the
local workspace. Agent libOS demonstrates one way to keep this
evolution visible, scoped, and auditable: let agents evolve what
they can request, but require every protected effect to pass through
process identity, capability checks, primitive mediation, provider
containment, and audit.
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